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MapReduce:
Scalable data management for Map-Reduce-based
data-intensive applications on cloud and hybrid infrastructures
1 Executive Summary
Map-Reduce is a parallel programming paradigm successfully used by large Internet
service providers to perform computations on massive amounts of data. After being
strongly promoted by Google, it has also been implemented by the open source community through the Hadoop project, maintained by the Apache Foundation and supported by Yahoo! and even by Google itself. This model is currently getting more and
more popular as a solution for rapid implementation of distributed data-intensive applications. The key strength of the Map-Reduce model is its inherently high degree
of potential parallelism. Actually, it has been demonstrated that it enables processing
petabytes of data in a couple of hours, on large clusters consisting of several thousand
nodes. At the core of the Map-Reduce frameworks stays a key component: the storage layer. To enable massively parallel data processing to a high degree over a large
number of nodes, the storage layer must meet a series of specific requirements. First,
data is typically stored in huge files, therefore the computation will have to efficiently
process small parts of these huge files concurrently. Thus, the storage layer is expected
to provide efficient fine-grain access to the files. Second, the storage layer must be able
to sustain a high throughput in spite of heavy access concurrency to the same file, as
thousands of clients simultaneously access data.
These critical needs of data-intensive distributed applications have not been addressed by classical, POSIX-compliant distributed file systems. Therefore, specialized
file systems have been designed, such as HDFS, the default storage layer of Hadoop.
HDFS has however some difficulties in sustaining a high throughput in the case of concurrent accesses to the same file. Amazon’s cloud computing initiative, Elastic MapReduce, employs Hadoop on its Elastic Compute Cloud infrastructure (EC2) and inherits these limitations. The storage backend used by Hadoop is Amazon’s Simple
Storage Service (S3), which provides limited support for concurrent accesses to shared
data. Moreover, many desirable features are missing altogether, such as the support for
versioning and for concurrent updates to the same file.
Given this context, this project aims at overcoming the limitations of current MapReduce frameworks such as Hadoop, thereby enabling highly-scalable Map-Reducebased data processing on various physical platforms such as clouds, desktop grids, or
on hybrid infrastructures built by combining these two types of infrastructures. To meet
this global goal, several critical aspects will be investigated:
Data storage and sharing architecture. First, we will explore advanced techniques
for scalable, high-throughput, concurrency-optimized data and metadata man-
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agement, based on recent preliminary contributions of the partners. Preliminary
experiments with these techniques within the BlobSeer storage platform designed
by the KerData team indicate substantial potential improvements of the data
throughput compared to Hadoop. We will investigate how these techniques can
be leveraged in practice within a new specific architecture designed for the target
infrastructures mentioned above.
Scheduling. Second, we will investigate various scheduling issues related to large executions of Map-Reduce instances. In particular, we will study how the scheduler
of the Hadoop implementation of Map-Reduce can scale over heterogeneous platforms. Care should be taken about the replication of data. Right now, the degree
of replication is statically specified. However, it should be carefully adjusted to
the scheduling of tasks. Also, scheduling of multiple parallel Map-Reduce applications should be considered as a whole to ensure fairness between users.
Fault tolerance and security. Finally, we intend to explore techniques to improve the
execution of Map-Reduce applications on large-scale infrastructures with respect
to fault tolerance and security. As each of these aspects alone is a considerable
challenge, our goal is not to address them in an extended way: we will rather
focus on a few specific aspects related to the support of the Map-Reduce paradigm
on clouds and on desktop grids.
Our global goal is to explore how combining these techniques can improve the behavior of Map-Reduce-based applications on the target large-scale infrastructures. Our
contributions will be illustrated by designing, implementing and experimentally validating an advanced data management architecture. The above aspects will be addressed to meet our global goal. To this purpose, we will rely on recent preliminary
contributions of the partners associated in this project, illustrated though the following
main building blocks:
1. BlobSeer, a new approach to distributed data management being designed by
the KerData team from INRIA Rennes - Bretagne Atlantique to enable scalable,
efficient, fine-grain access to massive, distributed data under heavy concurrency.
2. BitDew, a data-sharing platform being currently designed by the GRAAL team
from INRIA Grenoble - Rhône-Alpes at ENS Lyon, with the goal of exploring the
specificities of desktop grid infrastructures.
3. Nimbus, a reference open source cloud management toolkit developed at the University of Chicago and Argonne National Laboratory (USA) with the goal of facilitating the operation of clusters as Infrastructure-as-a-Service (IaaS) clouds.
For validation purposes, we intend to perform large-scale experiments on more than
1000 nodes spread across multiple sites. We will address real-life workloads generated
by the data mining applications developed by our application partners, the IBCP biology and bioinformatics research laboratory in Lyon and the MEDIT SME in Palaiseau.
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We will rely on multiple experimental platforms made available by the partners. We
will primarily use the Grid’5000 experimental testbed available in France. We also plan
for additional, extended validation experiments using the FutureGrid platform at the
University of Chicago and the Argonne National Laboratory, and the Cloud Computing
Testbed available at the University of Illinois at Urbana-Champaign.
The outcome of the project will be reviewed and tested jointly with the IBM teams interested in the domain, developing IBM cloud offerings. These IBM teams will provide
support to the validation and test phases, through their specific expertise as well as by
defining use cases and interesting application domains. The contribution of IBM will
be greatly beneficial to the whole project, improving the validation of the propositions
and enhancing the relevance of the deliverables with respect to the latest commercial
offers.
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2 Context and Relevance to the Call
More and more applications today generate and handle very large volumes of data on
a regular basis. Governmental and commercial statistics, climate modeling, cosmology, genetics, bio-informatics, high-energy physics are just a few examples of fields
where it becomes crucial to efficiently manipulate massive data, which are typically
shared at the global scale. Data volumes of applications in such fields are expected to
double every two years over the next decade and further. With this continuing data
explosion, it is necessary to store and process data efficiently by leveraging the huge
computing power that is today available. Moreover, with the emergence of the recent
large-scale distributed infrastructures (cloud computing platforms, petascale architectures), achieving highly scalable data management is a critical challenge, as the overall
application behavior is highly dependent on the properties of the data management
layer.
This project is thus addressing a fundamental question: how to manage data in modern data-intensive distributed applications? This question is as fundamental as the
question of managing computation in computation-intensive distributed applications.
However, for some historical reasons, the latter has received much more attention than
the former, so that data management is now becoming the critical bottleneck in this area
of large-scale distributed computing. Huge progress has been made regarding the processor clock cycle time or the number of cores which can be harnessed together: several
order of magnitude have been gained. In the mean time, the delay of accessing data on
secondary storage has remained more or less the same.
Of course, putting right this fundamental imbalance is out of reach of our strengths.
This is why we plan to focus on a specific case, the so-called Map-Reduce parallel
programming paradigm. This paradigm has been recently proposed and used by large
Internet service providers to perform computations on massive amounts of data. After having been strongly promoted by Google, it has also been implemented by the
open source community through the Hadoop project, maintained by the Apache Foundation and supported by Yahoo!, and even by Google itself. This model is currently
getting more and more popular as a solution for rapid implementation of distributed
data-intensive applications.
It is fairly easy to explain, whence its growing popularity. A Map-Reduce computation takes a set of input key/value pairs, and produces a set of output key/value pairs.
The user of the Map-Reduce library expresses the computation through two functions:
1) map, that processes a key/value pair to generate a set of intermediate key/value
pairs; and 2) reduce, that merges all intermediate values associated with the same intermediate key. The framework takes care of splitting the input data, scheduling the
jobs’ component tasks, monitoring them, and re-executing the failed ones.
The key strength of the Map-Reduce model is its inherently high degree of potential
parallelism. A striking demonstration has been announced by Google in November
2008: it took them around 6 hours to sort 1 PB (10 trillion 100-byte records) on 4,000
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computers. Just to set one’s mind, it is 12 times the amount of archived web data in the
U.S. Library of Congress as of May 2008. In comparison, consider that the aggregate
size of data processed by all instances of Map-Reduce at Google was on average 20 PB
per day in January 2008.
At the core of the Map-Reduce frameworks stays a key component: the storage layer.
To enable massively parallel data processing to a high degree over a large number
of nodes, the storage layer must meet a series of specific requirements. First, since
data is stored in huge files, the computation will have to efficiently process small parts
of these huge files concurrently. Thus, the storage layer is expected to provide efficient fine-grain access to the files. Second, the storage layer must be able to sustain a
high throughput in spite of heavy access concurrency to the same file, as thousands
of clients simultaneously access data, while preserving fault-tolerance and security requirements.
Our MapReduce projet is precisely addressing this point: proposing scalable data
management techniques meeting these properties to support Map-Reduce-based, dataintensive applications. This project is targeting two specific kinds of distributed architectures: clouds, as popularized by Google, Yahoo! and Amazon; desktop grids, as
initially popularized by the famous worldwide SETI@home project; and the hybridization of them.

2.1 Context, Economic and Societal Issues
Cloud computing is now emerging as a complete revolution in computing, in the original meaning of the word: a radical change in perspective. All research and development organizations, together with the leading industrial and commercial actors of the
domain, are trying to understand this new framework. For instance, a meeting was
organized at the European Commission in Brussels in January devoted to the Future of
cloud computing, with an interesting presentation of Google’s European Policy Manager. The following paragraphs are based on his conference slides1 .
Essentially, the so-called cloud approach encompasses several layers:
Data storage: Utilize servers, storage, or network infrastructure via an Internet connection: Infrastructure as a Service (IaaS). Example: Amazon S3 Storage.
Application development: Design, develop, test, deploy and host applications on
Web-based platforms: Platform as a Service Example: Google App Engine.
Applications: Use a Web browser as a platform from which to run Web-based applications and services: Software as a Service Example: the applications of our
1

The Future of Cloud Computing 26 January 2010; Current offerings, barriers and challenges; presentation of Sebastian Mueller, European Policy Manager, Google, http://cordis.europa.eu/fp7/
ict/ssai/events-20100126-cloud-computing_en.html.
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application partners, the IBCP biology and bioinformatics research laboratory in
Lyon and the MEDIT SME in Palaiseau.
Entering the cloud perspective leads to reconsider all aspects of computing: Cost, Access, Collaboration, Innovation, Low barriers of entry, Environment, Security, Reliability, Data portability, Data protection, etc.
Cloud computing lowers cost, as the users exploit
computing resources according to a utility-based
model: instead of buying and managing hardware,
the users rent virtual machines and storage space.
one pays after the service according to one’s precise
needs, instead of over-investing first, before any return can be made. One can access cloud-data from
anywhere: users don’t need a powerful computer to
use the cloud, since data and software are stored in
the cloud; Mobile phones, PDAs, video recorders,
online game consoles, etc. can be cloud interfaces.
All users, wherever they are, can access and share
these data. As everything is rented, all the technical
work (maintenance, updates, backups, etc.) is some- Stand up and fight for your
how outsourced: SME can now afford cutting-edge rights: data liberation!
innovations as soon as available, and not only large
groups. An interesting (and fashionable!) side-effect is that cloud computing reduces
carbon footprints and promotes sustainability by venting duplicated efforts and utilizing computing power more efficiently.
An important objection has been raised regarding rented shared machines: security.
Regarding many cases where confidentiality is not the key point, cloud computing provides much stronger, cheaper and easier security than in-home computing: global virus
watch and detection; everything is always on, if needed through backup facilities; and
over all, a clear security contract is negotiated with a unique provider, including penalties. Users can continually re-assess service, cost and other criteria and switch their
services or providers based on their own needs.
Data on clouds are much safer that data on personal USB keys, for instance: recent
work report that 66 % of USB thumb drive owners report losing them, over 60 % with
private corporate data on them! Cloud users do not need to worry about hard drive
crashes or stolen laptops. Outages are rare; competitive market forces continue to drive
companies to improve service. Cloud providers like Amazon, Salesforce, and Google
guarantee near 100 percent uptime.
The conclusion of this conference is the following: the main problem with clouds
is Data Liberation. The users should be able to easily move data in and out of cloud
services. In this respect, this project is right on the spot with current concerns.
For the sake of completeness and honesty, we should mention here that the obstacles
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to data liberation are numerous, but not only technical as addressed in the MapReduce
project. The problem of legal data protection is gaining dramatic importance as the
regulations are currently based on the physical location of the data. The international
data transfer rules should be updated and equal protections for cloud data from governmental or other unauthorized access (included those of the provider itself!) should
be guaranteed.

2.2 Relevance of the Proposal
Positionning with respect to the call This project addresses Theme 2 of the ARPEGE
call
Infrastructures for the Internet, high-performance computing, or services.
Cet axe thématique porte sur les calculateurs de forte puissance, les systèmes de stockage des données, les grilles de calculateurs, les systèmes
distribués, l’informatique dans les nuages (cloud computing) ainsi que
l’Internet comme plate-forme applicative.
The call for proposal emphasizes that the worldwide economical model is currently
deeply renewed, both in the user industry and in the IT domain. It is now of dramatic importance for the software industry to propose a pay-as-you-go model, where
you only pay for what you actually use, based on free software, virtual computing infrastructures and new Internet-based usages. The goal of the ANR ARPEGE call is to
support public and private research in this context. The present MapReduce project
definitely lies in the Basic Research Class mentioned in the call.
Actually, the goal of this project is to enable scalable Map-Reduce processing on
emerging large-scale distributed infrastructures. In the first place, we will focus on
cloud infrastructures as made available today by IaaS (Infrastructure-as-a-Service)
cloud service providers. As described in the state-of-the-art section, data storage facilities available on such clouds are rudimentary and do not fit the needs of data-intensive
applications with substantial requirements in terms of highly concurrent data sharing.
Second, we will consider Desktop Grids as a type of large-scale infrastructure with specific characteristics in terms of volatility, reliability, connectivity, security, etc. In the
general case, Desktop Grids rely on resources contributed by volunteers. Enterprise
Desktop Grids are a particular case of Desktop Grids leveraging unused processing
cycles and storage space available within the enterprise. The emergence of cloud infrastructures has opened new perspectives to the development of Desktop Grids, as
new types of usage may benefit from a hybrid, simultaneous use of these two types of
infrastructures. We envision a typical scenario where an enterprise would not use dedicated, on-site hardware resources for a particular need for data-intensive analysis (e.g.,
to process commercial statistics): it would rather rely on free unused internal resources
(using the Enterprise Desktop Grid model) and, in extension to them, would rent resources from the cloud. Both architectures are suitable for massively parallel processing
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and this is why we intend to explore (in a third step) the potential advantages of using
such hybrid infrastructures.
However, this project has very strong potential for practical impact. In the domain
area of the MEDIT partner, pharmaceutical industries are investing important resources
in information technology to process and mine the huge and growing amount of public
and proprietary experimental data (market evaluated to a billion dollars in 2010). Distributed file systems and cloud computing represent a powerful solution for MEDIT
and IBCP technology to address this industrial challenge in the chemo-proteomic context of this application.
Also, the outcome of the MapReduce project will be reviewed and tested jointly with
the IBM teams interested in the domain, developing IBM cloud offerings. These IBM
teams will provide support to the validation and test phases, through their specific
expertise as well as by defining use cases and interesting application domains. The
contribution of IBM will be greatly beneficial to the whole MapReduce project, improving the validation of the propositions and enhancing the relevance of the deliverables
with respect to the latest commercial offers.
Positionning with respect to other projects at European and International level
At European level, this project will benefit from, and may contribute to, the XtreemOS
project as well as the CoreGRID ERCIM working group.
XtreemOS2 is clearly an international leading project in the area of distributed
resource management services (RMS) whose scientific coordination is made by the
PARIS-Myriads team at INRIA Rennes - Bretagne Atlantique, whose the KerData team,
the leader of the MapReduce project, is a recent spin-off (July 1, 2009). We have thus
very close scientific, but also personal links with this project.
The CoreGRID ERCIM working group is the successor of the CoreGRID3 European
Network of Excellence (2004–2008) which includes many partners working on programming models in general, and the Map-Reduce in particular, as well as on resource
management issues. CoreGRID was leaded by Thierry Priol from the PARIS-Myriads
team in Rennes, and it is now led by Frédéric Desprez, the leader of the GRAAL team,
a member of the MapReduce project. The research that will be done within MapReduce
will be spread across Europe through XtreemOS and this ERCIM working group. They
both provide a place to validate and exchange ideas with experts.
The KerData team, together with its Myriads sister-team, is involved in the Marie
Curie Initial Training Network (MCITN) SCALing by means of Ubiquitous Storage
(SCALUS4 ), which started in 2009 for 4 years. The local INRIA SCALUS partner is
led by Gabriel Antoniu, the leader of the MapReduce project.
2

XtreemOS is a 4-year Integrated Project FP6-IST-033576 started in June 2006. http://www.xtreemos.
eu/.
3
http://www.coregrid.net/mambo/content/view/747/418/.
4
http://www.scalus.eu/.
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At the international level, the Map-Reduce model has mainly be popularized by industry: Google, Yahoo!, and more recently IBM and various other major players of the
domain. Note that IBM France is a member of the MapReduce project. A major push
for the model has been the Hadoop5 project, which was so successful that Yahoo! and
Google are now supporting the project.
Grid and cloud platforms for innovation and application research The MapReduce model is also addressed in a number of large platforms project. Historically,
the first one is the French Grid’5000 project. The KerData and GRAAL teams have
been major users and contributors of the Grid’5000 project. The IBCP team has also
developed several bioinformatics codes on this platform.
A number of recent project have been inspired by the French Grid’5000 project. An
important one is the American FutureGrid6 project. This project provides a capability
that makes it possible for researchers to tackle complex research challenges in computer
science related to the use and security of grids and clouds. These include topics ranging
from authentication, authorization, scheduling, virtualization, middleware design, interface design and cybersecurity, to the optimization of grid-enabled and cloud-enabled
computational schemes for researchers in astronomy, chemistry, biology, engineering,
atmospheric science and epidemiology. The FutureGrid project will provide a significant new experimental computing grid and cloud test-bed to the research community,
together with user support for third-party researchers conducting experiments on FutureGrid. The Nimbus team led by Kate Keahey, a member of this MapReduce project,
is heavily involved in this project.
The Illinois Cloud Computing Testbed (CCT7 ) project is an experimental testbed for
data-intensive systems and applications. It is the world’s first cloud testbed aimed at
supporting both systems innovation and applications research within a single microcosm, very much in the style of Grid’5000 for grids. It is led among others by Indranil
Gupta, a member of the MapReduce project.
Finally, we should mention the new INRIA-UIUC Joint Laboratory for Petascale
Computing8 , which somehow materializes the convergence of the French and US research regarding the grid and cloud platforms. It is led by Franck Cappello and Marc
Snir. Franck is a member of the MapReduce project.
A number of other large projects could be mentioned here: various NSF PIRE
projects, several Japanese projects, etc.
Positioning in the biology and bioinformatics scientific domains There, several
groups are exploring the usage of grid and cloud computing to distribute the whole
5

http://hadoop.apache.org/.
http://www.futuregrid.org/.
7
http://cloud.cs.illinois.edu/.
8
http://jointlab.ncsa.illinois.edu/.
6
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daily analyses from the scientific community among distributed infrastructures. Using
grid and clouds opens the way of storing large-scale biological data among petabytes
of storage spaces shared among different nodes at the national or international level.
Grids and Clouds can also bring computing power that could not be reached in other
cases, tenths or hundreds of thousand of CPUs, working together and making possible
to consider whole genome analyses instead of protein alone analyse.
Such grid and cloud computing infrastructures are today under building for example
at the French scale with the national bioinformatics initiative RENABI, which is running
the GRISBI9 national platform (Grid Support for Bioinformatics). It also participates at
the European level to the ELIXIR10 project. It is aiming to construct and operate a
sustainable infrastructure for biological information in Europe, to support life science
research and its translation to medicine and the environment, the bio-industries and
society. In such national and international context, it is important that multidisciplinary
projects between Biology, Bioinformatics and Computing Science areas pave the way to
the Life Science future infrastructures. The MapReduce project is a step in this direction.

9
10

http://www.grisbio.fr/
http://www.elixir-europe.org/
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3 Scientific and Technical Description
3.1 State of the Art
The emerging cloud computing model is gaining serious interest from both industry and academia in the area of large-scale distributed computing. It provides a new
paradigm for managing computing resources: instead of buying and managing hardware, users rent virtual machines and storage space. Various cloud software stacks
have been proposed by leading industry companies, like Google, Amazon or Yahoo!.
They aim at providing fully configurable virtual machines (VMs) or virtual storage
(IaaS: Infrastructure-as-a-Service), higher-level services including programming environments such as Map-Reduce (PaaS: Platform-as-a-Service) or community-specific applications (SaaS: Software-as-a-Service). On the academic side, one of the most visible
projects in this area is Nimbus, developed and maintained by the team of Kate Keahey,
which aims at providing a reference implementation for an IaaS.
In the context of the emerging cloud infrastructures one of the most critical open
issues relate to data management. An important class of applications running in cloud
infrastructures are data-intensive. These applications require key features such as huge
file sharing among the rented virtual machines and fine-grain access to such huge files,
with a high throughput under heavy access concurrency.
Data storage and sharing on IaaS and PaaS Clouds. On IaaS clouds, clients typically run a distributed application using a set of virtual machines (VMs) which encapsulate the application code and run in a secure environment that enforces several
restrictions, according to some pre-established contract. Direct access to local storage
space on the physical machine where the application is running (owned by the service
provider) is usually denied: clients are instead provided with a specialized storage service they can access through a specific API (e.g., Amazon S3 [A.29]). This API is rather
basic and simply allows the user to put and get some data at a specified storage location, with no adequate support for storing very large data, nor for global data sharing
under heavy concurrency. As an example, Amazon S3 provides support for storing
data objects up to 5 GB only, which is definitely not suitable for storing huge file in the
order of the TB. As cloud services typically enforce isolation for security reasons, the
state-of-the art mechanisms proposed for data sharing are rudimentary. For instance,
Amazon’s SQS message queue service implements a message-based abstraction where
data messages can be put to/retrieved from a queue, with a limited size of 256 KB per
message. Processes accessing the queue synchronize using locking. This approach is
representative of the state-of-the-art approaches to data management on IaaS clouds.
It is clearly not suitable for massively parallel data-intensive applications that need to
concurrently access large amounts of shared data. These limitations stand for most IaaS
cloud storage services, such as Walrus, the data-storage service in the Eucalyptus cloud
framework [A.8]. Moreover, many desirable features are missing altogether, such as the
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support for versioning and for concurrent updates to the same file.
At the higher level of Platform-as-a-Service (PaaS) services, specialized file systems
have been designed, such as HDFS [A.31], the default storage layer of Hadoop’s MapReduce framework [A.32]. The need to design such specialized file systems is motivated precisely by the fact that the requirements of data-intensive distributed applications in terms of performance and scalability have not been fully addressed by classical, POSIX-compliant grid file systems. In HDFS, data is typically stored using massive
files that are concurrently accessed by Hadoop’s processes that run the map and reduce
functions. HDFS has however some difficulties in sustaining a high throughput in the
case of concurrent accesses to the same file. Amazon’s cloud computing initiative, Elastic Map-Reduce [A.28], employs Hadoop on its Elastic Compute Cloud infrastructure
(EC2) [A.27] and inherits these limitations. The storage backend used by Hadoop is
Amazon’s Simple Storage Service (S3) [A.29], which, as explained above, provides only
limited support for concurrent accesses to shared data.
Data-intensive applications on Desktop Grids Although Desktop Grids have been
very successful in the area of High Throughput Computing, data-intense computing is
a still a promising area: for now, Desktop Grids have mostly focused on Bag-of-tasks
applications with few IOs and without dependencies between the tasks. Some major
achievements combining their huge storage potential with their processing capability
are expected. They would impact the applications requiring a important volume of
data input storage with frequent data reuse and limited volume of data output. The
Map-Reduce programming model adapts well to this class of applications, and there is
a growing interest in supporting Map-Reduce on Desktop Grids.
Although enabling Map-Reduce on Desktop Grids raises many research issues, we
can decompose this problem in three subtopics: data distribution, data storage and data
processing.
There are two approaches to distribute large volume of data to large number of nodes
distributed on Internet. The first approach relies on P2P protocols where peers collaboratively participate to the distribution of the data by exchanging file chunks. In [C.21]
and [C.15], authors investigate the use of the Bittorrent protocol with the XtremWeb
and BOINC Desktop Grid in the case of data-intense bag of tasks application. If the
P2P approach seems efficient, it assumes that volunteers would agree that their PC
connects directly to another participant’s machine to exchange data. Unfortunately,
this could be seen as a potential security threat. It is unlikely to be widely accepted
by users. This drawback has so far prevented adoption of P2P protocol by major volunteer computing projects. The second approach is to use a content delivery approach
where files are distributed by a secure network of well-known and authenticated volunteers [A.7, A.11]. This approach is followed by the ADICS project [A.30] (Peer-to-Peer
Architecture for Data-Intensive Cycle Sharing). Instead of retrieving files from a centralized server, workers get their input data from a network of cache peers organized
in a P2P ring.
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Several systems have been proposed to aggregate unused storage of desktop workstation within a LAN. Farsite [A.18] builds a virtual centralized file system over a set
of untrusted desktop computers. It provides file reliability and availability through
cryptography, replication and file caching. Freeloader [A.16] fulfills similar goals but
unifies data storage as a unique scratch/cache space for hosting immutable datasets
and exploiting data locality.
The former projects allows to persistently store data on Desktop PCs. Only few initiatives associate data-intense computing with large scale distributed storage on volatile
resources. In [A.5], the authors present an architecture following the super-peer approach where the super-peers serve as cache data server, handle jobs submissions and
coordinate execution of parallel computations.
Map-Reduce on Desktop Grid exposes most of the challenges presented this section
with respect to data distribution storage and processing. In addition, the reduction
phase has to be considered as a collective operation on files, which has not been addressed, yet. At the moment there is no single solution which solves all these issues
together. Instead, several significant advances have been recently achieved independently in each of this subtopics, showing the feasibility of Map-Reduce over Desktop
Grid.
Scheduling for Map-Reduce on Clouds and Desktop Grids Scheduling and resource management has been one of the main research subjects around Grids and
Clouds. The Map-Reduce programming paradigm introduces new problems and it
raises several research issues linked to data management as well as task scheduling. Below we mention some preliminary efforts concerning Cloud infrastructures. For Desktop Grids, no clear research results can be mentioned at this point for scheduling for
Map-Reduce applications, since simply enabling Map-Reduce on Desktop Grids is still
at an embryonic stage.
Very few papers present results around the management of several Map-Reduce
applications at the same time on a shared platform. In [A.9], the authors designed
an mechanism to predict the workload of Map-Reduce applications and schedule the
tasks taking into account whether they are IO-bound or CPU-bound. The Map-Reduce
scheduler presented in [A.3] takes user defined priorities into account and eliminates
bottlenecks between Map and Reduce phases. The experiments have been done using
Hadoop and they show some good performance for several case studies. In [A.4], some
optimizations are presented to improve fairness between different users. These optimization are specifically tailored for Map-Reduce workflows, taking into account data
locality and tasks dependencies. Authors in [A.2] optimize Hadoop to take into account
performance goals for each application and adjust the resource allocation to meet these
goals.
Finally, some work exist for some specific target platforms, using MOI in [A.6] (but
using future MP features) and for multicore and shared memory architectures in [A.12].
Other metrics can be taken into account such as energy consumption [A.1].
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Approaches to fault-tolerance on Clouds. Most of existing Cloud systems (Yahoo!,
Amazon, Google, etc.) use replication as the fundamental mechanism to provide fault
tolerance in their system at the data level (Amazon Elastic Block Store, GlusterFS, GFS,
HDFS). The motivation of this approach is the low cost of the Cloud components: commodity discs, processors, memory, chip set. Every computing or storing component
in such cloud system is cheap. Regarding the tasks, the main approach is re-execution
(Hadoop task and node fault-tolerance model). The tasks are independent: they do not
communicate with each other. The reduce part of the Map-Reduce computation model
is a task by itself that could be restarted in case of failure. As a consequence, when
a task fails, the other tasks are not disturbed. Task re-execution could be accelerated
by the use of checkpointing or incremental checkpointing. However, this is not a common situation in Clouds, where storage is mainly used for application data. Note that
this trade-off cannot work in HPC systems: there, in contrast, the nodes are extremely
expensive and the applications processes are communicating during the execution. Reexecuting a failed process in this context will lead to stop the execution of the other
processes. Tasks replication is not considered as a good solution, since it leads to a
huge loss of performance and energy in addition to a high performance overhead.
Security issues for Map-Reduce applications on Clouds and Desktop Grids Data
storage and processing on Clouds and Desktop Grids present specific security issues
when compared to private or managed infrastructures such as Grids or Clusters for
several reasons. The first security issue is the data privacy which must be ensured even
if the level of security provided by the infrastructure cannot be fully trusted (i.e., some
malicious Cloud users could get momentary privileged access to the whole infrastructure). The second main security issue relates with data integrity, especially when data
are results generated by the infrastructure, which must be correct and verified. This
is particularly acute in the case of Desktop Grids where computing resources are provided by anonymous users on the Internet. However there exists an abundant literature on file storage on untrusted servers which is might help to ensure data privacy.
For instance OceanStore [A.22], IBP [A.19], and Eternity [A.25] aggregate a network of
untrusted servers to provide global and persistent storage. These projects use cryptographic and redundancy technologies to provide deep storage for archival purpose
from unreliable and untrusted servers. With respect to data integrity, several mechanisms have been proposed to provide result certification, either based on vote/majority,
companion spot checking or resources blacklisting. A survey of these methods is given
in [A.20]. However, most of these mechanisms are actually implemented in a centralized way on the Desktop Grid server. They could therefore not be applied as such in
the context of decentralized large-scale Map-Reduce.
Application Programming and Deployment Map-Reduce is a well known algorithmic skeleton [A.26] with many implementations. Usually, its implementations are
based on an extension of a structured language such as C/C++ or Java, or a functional
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language such as Lisp or Haskell. In the context of distributed computing, there are
two issues with such an approach: code re-use is limited and application deployment
is proprietary. In fact these two issues are related. In order to make use of an environment, the map and reduce functions have to be written in a programming language
supported by a particular environment – hence the portability of an application across
several environment is quite poor. Wrapping leads to the constraint for a user to handdeploy the native code to the various machines as the chosen environment is not aware
of them. An approach aiming to solve such issues is to combine algorithmic skeletons
and software component models [A.21] as for example as in STKM [C.6]. Generic deployment tools [C.23, A.10] can then be used to actually deploy an application onto the
resources. However, as far as we know, these tools are integrated with grid systems
and not yet with cloud systems.

3.2 S & T objectives, progress beyond the state of the art
In the context described above, this project aims to overcome the limitations of current
Map-Reduce frameworks (such as Hadoop) and enable highly-scalable Map-Reducebased data processing on emerging large-scale distributed infrastructures. We expect
this project to bring substantial innovative contributions with respect to the following aspects: 1) data architecture design enabling high-throughput data processing on
clouds, Desktop Grids and hybrid infrastructures; 2) scheduling of multiple MapReduce applications on shared large-scale platforms; 3) specific fault-tolerance mechanisms for Map-Reduce applications; 4) specific security mechanisms for Map-Reduce
applications; 5) deployment of Map-Reduce applications.
High-throughput MapReduce data processing on clouds To enable a highthroughput execution of Map-Reduce applications on clouds, we will rely on the
concurrency-optimized, versioning-based BLOB-based BlobSeer data management service11 developed by the KerData team at INRIA Rennes - Bretagne Atlantique. By combining versioning with decentralized metadata management, BlobSeer enables scalable,
efficient, fine-grain access to massive, distributed data under heavy concurrency. Preliminary experiments performed by substituting Hadoop’s original file system (HDFS)
with BlobSeer indicate substantial potential improvements of the data throughput. By
using BlobSeer as a storage substrate in Map-Reduce frameworks for Hadoop-like file
system, substantial gains are expected for many access patterns which exhibit concurrency: concurrent reads to the same file, concurrent writes to the same file, concurrents reads (or writes) to different files. We believe that this enhancements open
the way towards a new approach to the management of massive data at a very large
scale under heavy concurrent access, especially thanks to an appropriate exploitation
of versioning, which proves to be as a very challenging alternative to traditional lockbased approaches.
11

BLOB stands for Binary Large OBjects. It refers to massive unstructured data.
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MapReduce on Desktop Grids One of the goals of this project to provide a complete
runtime environment for MapReduce application on Desktop Grid. At the moment
there exists no such environment dedicated to Desktop Grid. We will rely on the BitDew [C.5] middleware, developed by INRIA, which is a programmable environment
for automatic and transparent data management on computational Desktop Grids. BitDew relies on a specific set of metadata to drive key data management operations,
namely life cycle, distribution, placement, replication and fault-tolerance with a high
level of abstraction. The Bitdew runtime environment is a flexible distributed service
architecture that integrates modular P2P components such as DHTs for a distributed
data catalog, and collaborative transport protocols for data distribution, asynchronous
and reliable multi-protocols transfers. We will design a new network of storage peers
which, as usual, will handle content delivery, but also, more originally, the main collective data operation which exists in MapReduce, namely the Scatter (distribution of
file chunks), Shuffle (redistribution of intermediate outputs) and Combine (assemblage
of the final result) phases. In addition, the network of storage peers will have the possibility to rely on online storage services such as megaupload.com (for end users) or
Amazon S3 (for Cloud users). Beside, this environment will be used in conjunction with
BlobSeer to experiment with hybrid infrastructures composed of Desktop and Cloud
resources.
Optimizing the scheduling of multiple MapReduce Applications Most of the previous approaches for the scheduling of multiple Map-Reduce applications use classical
scheduling approaches (using prioritization for example). They usually do not take
into account that Map and Reduce tasks can be parallel and that Quality of Service constraints can be taken into account on highly dynamic platforms such as shared Clouds
or desktop computing platforms. We will thus investigate several scheduling heuristics
and algorithms for multigraph problems, focusing on the overall performance but also
other metrics like fairness and Quality of Service.
Innovative aspects regarding fault tolerance. Most of these Cloud systems are developed to be generic without providing optimisations for some application specificities. The MapReduce project proposes to depart from this approach and investigate
specific fault tolerance approaches exploiting the characteristics of targeted applications. The applications will be analyzed classically in terms of their data granularity,
access patterns, sharing requirements, etc. In addition, we will investigate the determinism and tolerance to non determinism in targeted applications to explore the possibility to reduce the complexity of fault tolerance approaches. Application determinism
and tolerance to non determinism allow reducing the capture, storage and usage of
information that may be required to guide state reconstruction.
Innovative aspects regarding security on Clouds and Desktop Grids The project
aims at providing users with some level of security concerning data privacy and in-
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tegrity on Clouds and Desktop Grids. We will adapt dissemination and encryption
heuristics so that by carefully dispersing the pieces of the data set, a malicious user
could not reconstruct the data set. Because result of Desktop Grid computation cannot
be trusted, we will rely on the network of storage nodes to implement a distributed and
scalable result certification mechanisms able to handle the large volume of data output.
Application Programming and Deployment This project aims also to ease the
(re-)use of any code as a map or a reduce functions. This will enhance the efficient and
seamless use of the Map-Reduce programming paradigm within large applications, as
well as a better support of deployment. It will leverage software component-based
programming as a basic concept to integrate popular forms of composition. Therefore,
the solutions used to support the Map-Reduce programming paradigm are aimed to be
more general: they should be reusable for other programming paradigm.
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4 Scientific and technical objectives, project description
This project is proposed by a consortium built by 8 partners, denoted as follows:
KerData: KerData team, INRIA Rennes - Bretagne Atlantique, Rennes (coordinator)
GRAAL: GRAAL team, INRIA Grenoble - Rhône-Alpes, Lyon
IBCP: Institut de Biologie et Chimie des Proteines (IBCP), CNRS Univ. Lyon1, Lyon
INRIA-UIUC: Joint INRIA-UIUC Laboratory for Petascale Computing, UrbanaChampaign, USA
IBM: IBM Products and Solutions Support Center (PSSC), Montpellier
Chicago: Computation Institute, University of Chicago/Argonne National Laboratory, USA
Illinois: University of Illinois at Urbana-Champaign, USA
MEDIT: MEDIT SA, Palaiseau

4.1 Scientific programme, project structure
This project is organized as follows:
• Task 1 is dedicated to project management, dissemination and exploitation of the
results.
• Tasks 2, 3 and 4 are scientific tasks dedicated to specific goals: design of the data
sharing architecture (Task 2); scheduling algorithms (Task 3); fault-tolerance and
security mechanisms (Task 4). Their outcome consists of scientific reports and
software prototypes.
• Task 5 is a scientific task with two goals: software integration (based on the prototypes produced by Tasks 2, 3 and 4) and experimental evaluation using the experimental platforms made available by the project partners: the Grid’5000 testbed
in France, the Cloud Computing Testbed of the University of Illinois and FutureGrid platform from University of Chicago/Argonne National Laboratory in the
USA.
• Task 6 is an application case study with a real bioinformatics application developed by the IBCP partner. This task relies on the outcome of Task 5 (integrated
prototype). A derivative version of this application for drug design in industrial
context managed by the MEDIT partner is expected to exploit the result of this
task.
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Task 1 is dedicated to coordination, dissemination and promotion activities, as reflected in the task structure (see Section 4.3.1). Coordination methods are described in
Sections 4.2. Several dissemination channels will de used: publication in major scientific journals and conferences, organization of a workshop to present the project results,
involvement of the IBM and MEDIT partners to facilitate the exploitation of the results
and possible technology transfers. Thanks to the international nature of the consortium
and to the involvement of partners in other European and international projects, the
promotion of the results of this project will be facilitated. A more detailed description
of our planned dissemination activities is given in Section 6.
Task 2 will lay the foundation for the other scientific tasks: it aims at proposing a
data management and sharing architecture enabling high-throughput data processing
for Map-Reduce applications on the target large-scale infrastructures. It is subdivided
into three subtasks, each of which focusing on a specific type of infrastructure. Task 2.1
aims at enabling concurrency-optimized data sharing facilities to collaborative clients
running within distinct virtual machines on a IaaS cloud, in order to better support
Map-Reduce workloads. It will leverage the concurrency-optimized BlobSeer BLOB12
management system designed by the KerData team within the Nimbus cloud toolkit
from the Chicago partner. Task 2.2 will consider the specifics of Desktop Grids and
will leverage the BitDew data management middleware developed by the GRAAL
team. Task 2.3 targets hybrid infrastructures: it is based on the outcome of Tasks 2.1
and 2.2 and will consider: 1) multi-cloud infrastructures; and 2) infrastructures combining clouds and Desktop Grids.
Task 3 will focus on scheduling issues and is further subdivided into two subtasks
corresponding to two problems. Task 3.1 will investigate specific coordinated task and
data scheduling heuristics to optimize the execution of Map-Reduce applications on
Clouds. Task 3.2 focuses in particular on the problem of scheduling multiple MapReduce applications on shared large-scale platforms with the goal of optimizing QoSrelated metrics.
Task 4 will investigate specific fault-tolerance and security mechanisms for MapReduce applications. As each of these aspects is a considerable challenge alone, our goal
is not to address them in a complete way: we will rather focus on a few specific aspects
related to the support of the Map-Reduce paradigm on clouds and on Desktop Grids.
We decided to group these specific aspects into a single task with two subtasks. Task 4.1
will address fault-tolerance issues related to the execution of Map-Reduce workloads
on Clouds by exploring in particular how the BlobSeer versioning-based BLOB management system could be leveraged to enable checkpointing on IaaS clouds. Task 4.2
will investigate specific mechanisms to enforce security and data privacy when execut12

BLOB stands for Binary Large OBjects. It refers to massive unstructured data.
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ing Map-Reduce applications on Clouds and Desktop Grids. The software prototypes
produced by this will serve as an input to Task 5.
Task 5 is a validation oriented task which will handle integration, deployment and
experimental activities. It relies on the software prototypes produced by Tasks 2, 3
and 4: the ultimate goal is to build an integrated prototype based on these bricks. The
final integration level depends however on the advances made in the previous tasks.
Regarding experiments, while some preliminary experiments with the partial prototypes produced by Tasks 2, 3 and 4 are included in each of these 3 tasks, the goal now
is to conduct experimental validations of the integrated prototype on the various platforms accessible by the partners such as Aladdin-Grid’5000 (France) and possibly on
the Cloud Compute Testbed (USA) and on FutureGrid (USA). The goal is to run experiments with benchmarks provided by IBM and with real-life workloads provided by
the application partners (IBCP and MEDIT).
Task 6 is an application study from the bioinformatics field. It will focus on the SuMo
application proposed by the IBCP partner. This application performs structural protein
analysis by comparing a set of protein structures against a very large set of structures
stored in a huge database. This is a typical data-intensive application that can leverage
the Map-Reduce model for a scalable execution on large-scale distributed platforms.
If the results are convincing, they can immediately benefit to the derivative version of
this application for drug design in industrial context called MED-SuMo, managed by
the MEDIT SME (also partner in this project).
For pharmaceutical and biotech industries, such an implementation run over a cloud
computing facility opens several new applications for drug design. Rather than searching for 3D similarity into biostructural data, it will become possible to classify the entire biostructural space and to periodically update all derivative predictive models with
new experimental data. The applications in that complete chemo-proteomic vision concern the identification of new druggable protein target, the detection of new allosteric
binding site suitable to increase the selectivity of a drug compound, the generation of
new drug candidates by a fragment-based approach over protein-ligand biostructural
data, and other new protocols under development at MEDIT.
Dependencies between tasks are already well identified. Task 6 includes a specification phase, an integration phase and an evaluation phase. The outcome of the
specification phase will guide the hypothesis taken by Tasks 2, 3 and 4. For integration
and evaluation, Task 5 depends on Tasks 2, 3 and 4. Finally, Task 6 depends on Task 5
in its integration and experimental phases.
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4.2 Project management
In the organizational scheme of this project, a full task (Task 1) is dedicated to project
coordination. The global coordination of the project will be handled by a Coordination Committee in which each partner is represented by its local main representative.
Its members are listed in the description of Task 1 (see next Section). This committee
will take all decisions related to project management, coordination, dissemination and
exploitation of the results. In particular, it will be responsible of taking care that the
project is making progress according to the planned schedule.
For internal communication, most of the information is expected to be exchanged
within a dedicated mailing list. Information will be accumulated into a wiki-based
web site, as this provides a light, persistent and visible solution. In this wiki-based site,
public and private sections will be created. The public sections will include information
for dissemination and promotion of the activities of this project.
Two plenary meetings per year are planned, so that the project partners could physically meet to to exchange information and to decide the short and medium term objectives. If needed, audio or video-conference can be organized at the initiative of any
partners, involving all or just some partners. US partners are expected to physically
participate to at least one plenary meeting per year and to attend the second meeting
of the year by video-conference.
For platform-level developments, this project will rely on existing software already
distributed according to open-source licenses (BlobSeer, BitDew, Nimbus). Building
software prototypes based on these bricks will therefore not raise any complex software management issues. The only particular case concerns the final task of the project,
where the integrated prototypes based on open-source code will be validated with the
SuMo application provided by IBCP, a derivative version for drug design in industrial
context of which is managed by MEDIT. The intellectual property issues on this particular point will be addressed in a Consortium Agreement which will be established if
the project is accepted.
All partners have already a good experience with collaborative projects. The GRAAL,
KerData and IBCP teams already have established strong collaboration links through
various projects in the past. For these reasons, we are confident that coordination will
be effective.
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4.3 Description of the tasks
4.3.1 Task 1: Coordination
Leader: Gabriel Antoniu (KerData)
Coordination committee: The global coordination of the project will be supervised
by a coordination committee including the main representatives for each partner:
Gabriel Antoniu (KerData), Gilles Fedak (GRAAL), Christophe Blanchet (IBCP), Franck
Cappello (INRIA-UIUC), François Briant (IBM),Kate Keahey (Chicago), Indranil Gupta
(Illinois), François Delfaud (MEDIT).
Partners: All.
Goals: This task will handle all activities related to the project management, to dissemination and to the exploitation of the results.
Detailed work program: The task can be divided into 5 subtasks.
Subtask 1.1 handles all administration issues.
Subtask 1.2 monitors that deliverables are of good quality and ready at time.
Subtask 1.3 is to set up and maintain a web site.
Subtask 1.4 gathers information about dissemination and technology transfer.
Subtask 1.5 coordinates the effort being made by the partners to promote this project.
Contribution of each partner: All partners will take part to this task under the supervision of the Coordination Committee.
Deliverables:
T0+3 [D1.1]: Wiki-based web site set up and maintained up-to-date under the responsibility of the coordinating partner (KerData). Delivered at M3.
Risks: All partners have experience with collaborative projects, some members of
the consortium have already a good experience in collaborating together in previous
projects. The risks are therefore very low for this task.
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4.3.2 Task 2: Advanced software architectures for data storage and sharing
This task has been structured considering the different characteristics of the target infrastructures. Subtask 2.1 focuses on the design of IaaS level data storage and sharing
mechanisms allowing VMs to efficiently share huge data on IaaS clouds. In parallel,
Subtask 2.2 addresses data management issues on Desktop Grids. Based on the results
of Subtasks 2.1 and 2.2, Subtask 2.3 aims at providing a global architecture with advanced data sharing facilities for hybrid infrastructures combining clouds and Desktop
Grids.
Leader: Gabriel Antoniu (KerData).
Partners: KerData, GRAAL, INRIA-UIUC, Chicago, Illinois, IBM.
Subtask 2.1: Architecture for data storage and sharing on IaaS clouds
Goals: In this task we will investigate how to provide advanced data sharing facilities
to collaborative clients running within distinct VMs on a IaaS cloud, in order to better
support Map-Reduce workloads.
Detailed work program: State-of-the-art IaaS-level cloud storage solutions (such as
S3) do not support huge file sharing among the rented virtual machines and fine-grain
access to such huge files, with a high throughput under heavy access concurrency.
To meet the goals stated above, our approach will consist in exploring the benefits
of using BlobSeer as an advanced storage service for Nimbus-enabled IaaS platforms.
BlobSeer’s API exposes a versioning-based, concurrency-oriented interface that can be
leveraged to share massive application data concurrently accessed at large scale in a
Nimbus-enabled IaaS. This work includes the following steps:
1. Identify an adequate design solution for exposing the BlobSeer API to the applications running inside the VMs through library calls first step, then via a file system
API.
2. Implement a series of benchmarking tools designed to run inside the VMs and to
use of the BlobSeer API to read and write data.
3. Evaluate the sustained throughput of data access for typical Map-Reduce application access patterns in harsh conditions: heavy access concurrency both for reading and writing, dynamically adjustable number of deployed VMs. Compare the
results to state-of-the-art approaches, such as Hadoop using S3.
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Preliminary experiments will be realized using the experimental platforms made
available by the project partners, with different Map-Reduce workloads. More extensive evaluations with the globally integrated architecture will be realized in Task 5.
Contribution of each partner: This Subtask will be led by the KerData team from INRIA Rennes - Bretagne Atlantique. The BlobSeer BLOB-based storage system designed
by KerData will be used as an advanced concurrency-optimized storage back-end enabling data sharing across multiple VMs managed through the Nimbus cloud toolkit
provided by the University of Chicago/Argonne National Laboratory. For experiments, we will use the Grid’5000 testbed in a first phase, as the KerData and GRAAL
teams have a strong experience with this platform. In a second phase, we intend to realize experiments using the Cloud Computing Testbed managed by the Illinois partner
and the FutureGrid platform from Chicago partner. The two US partners will provide
support for using these platforms. In the preliminary experiments we will use MapReduce-based workloads from the motivating applications provided by from IBCP and
MEDIT.
Deliverables:
T0+6 [D2.1]: an architecture proposal for a cloud data service allowing a set VMs to
share data across the cloud (report).
T0+18 [D2.2]: a software prototype illustrating the above architecture for data sharing
(software).
T0+30 [D2.3]: preliminary experimental evaluation of the proposed prototype on the
experimental testbeds made available by the partners (report).
Risks and backup solutions: The level of risk for this task is medium. The main difficulties that we anticipate are concerned with the integration of BlobSeer with Nimbus,
as these two systems have been respectively developed by a French partner and a US
partner who collaborate for the first time. To reduce this risk, a preliminary exploratory
3-months mission has been planned: Bogdan Nicolae, a PhD student in the KerData
team and the main contributor to the BlobSeer project will visit the Nimbus team for
3 months during Summer 2010, prior to the beginning of this project. The goal is to
identify all main technical difficulties and set up the principles for adequate solutions.
This visit will be financially supported by the KerData team and is not included in the
costs of this project.

26/86

P ROGRAMME ARPEGE

P ROJECT M AP R EDUCE

E DITION 2010

S CIENTIFIC D OCUMENT

Subtask 2.2: Architecture for data storage and Map-Reduce processing on
desktop grids
Goals: This tasks will enable Map-Reduce applications to run on Desktop Grid. We
will leverage on the BitDew data management middleware to design and develop a
new Map-Reduce execution runtime dedicated to Desktop Grid.
Detailed work program: Map-Reduce on Desktop Grid greatly differs than cluster
implementations such as Hadoop for instance, and presents several specific challenges.
In contrast with traditional Desktop Grids which have been built around Bag-of-Tasks
applications with few I/O, Map-Reduce computations are characterized by the handling of large volume of input and intermediate data. Thus we cannot assume that this
volume of data can be stored on a central server as Desktop Grid middleware works at
the moment. In addition we cannot assume that volunteers would allow other volunteers to access directly the content stored on their PC.
To address this issue we will propose a new infrastructure based on a network of
volunteer storage peers who could contribute in two complementary ways: either by
accepting to store and serve files themselves, in this case they would allow other nodes
to connect and access their storage, or by contributing on-line storage such as web
mail (gmail, yahoo mail), on-line virtual drive and backup service (DropBox, IDrive),
web OS (EyeOS, iCloud, Ulteo), as well as web file sharing (Megaupload, Rapidshare).
Other compute nodes will use this network of storage nodes to store the results of the
map and reduce functions.
We will design a prototype implementing this approach and investigate the performance according to the characteristics of the storage network (number of nodes, storage capabilities and network bandwidth). Typical Map-Reduce computations involve
3 steps implying collective file operation: the first stage is the scatter, which cuts the
data set and distribute the data chunks to the Desktop nodes, the second stage often
called shuffle happens at the end of the map computation and consists in distributing
the intermediate results amongst the reducer node, the last stage is the reduction and
the combine function.
Collective file operation are complex operations in Grids with heterogeneous network, it is even more difficult to achieve on Desktop Grids due to hosts volatility and
churn. In this task, we will design effective algorithms to perform collective operation on the network of storage desktop, taking into account the possible sharing of the
storage infrastructure between several nodes of the network of storage and evaluate its
performance.
Contribution of each partner: The GRAAL team will lead this subtask. GRAAL
team have recognized experience in the field of Desktop Grid middleware design due
to its contribution to the XtremWeb and BitDew projects. For this task, we will leverage on the BitDew data management middleware which features multi-protocol and
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reliable file transfer, fault-tolerant and affinity data placement. We will evaluate our
approach on the Grid’5000 testbed by simulating the characteristic of a large Desktop Grid (volatility, network connection). In addition, we will use the Cloud Computing Testbed managed by UIUC and the FutureGrid platform from the University of
Chicago/Argonne National Laboratory, to experiment with wide area data transfer and
computation. Similarly to Task 2.1, we will use Map-Reduce-based workloads from the
motivating applications provided by from IBCP.
Deliverables:
T0+12 [D2.4]: a software prototype illustrating the Map-Reduce runtime for Desktop
Grids (software).
T0+24 [D2.5]: preliminary experimental evaluation of the proposed prototype and design and evaluation of collective file operation (report).
Risks and backup solutions: It might appear that end-user agreements for on-line
services would not allow the usage for our specific usage. In this case, we would deploy
our own file service solution on the partners Cloud infrastructure, on commercial Cloud
such as Amazon S3, our on PlanetLab nodes to simulate these services.
Subtask 2.3: Architecture for data storage and sharing on hybrid infrastructures
Goals: Based on the results of Tasks 2.1 and 2.2, this task aims at providing a global
architecture with advanced data sharing facilities for hybrid infrastructures. We will
consider two cases: 1) multi-cloud infrastructures; and 2) infrastructures combining
resources from cloud providers with desktop grids.
Detailed work program: In this task we focus on a more prospective and more complex scenario. Considering that scalability is a major requirement for our data storage service, simultaneous use of multiple clouds will soon become a necessity. Cloud
data service should be able to rent storage resources from multiple second-level IaaS
providers simultaneously. Each such second-level IaaS provider has its own pricing
policies, while offering different QoS levels. In addition, we must also consider the
possibility for the service to rely on desktop grid resources in extension to a cloudbased infrastructure. In both cases, specific mechanisms are necessary for scheduling
and deployment, to enable the service to effectively provision storage resources from
multiple clouds. In this task we will explore the specificities of such hybrid infrastructures and the subsequent impact on the design choices resulted from the previous
subtasks (2.1 and 2.2). We will study the impact on the data management architecture,
the fault-tolerance and security mechanisms, as well as on the deployment techniques
to be used.
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Contribution of each partner: This task will leverage the outcome of Tasks 2.1 (led
by KerData) and 2.2 (led by GRAAL): a cooperation between these teams is therefore
essential. Moreover, preliminary work on enabling multi-cloud infrastructures realized
by Kate Keahey’s group at the University of Chicago/Argonne National Laboratory
will be used as a starting point in our attempt to address the specificities of such infrastructures for scalable data sharing. As for Tasks 2.1. and 2.2, for experiments, we
plan to use the Grid’5000 testbed in a first phase, then the Cloud Computing Testbed
managed by the Illinois partner and the FutureGrid platform from the Chicago partner
in a second phase.
Deliverables:
T0+36 [D2.6]: a study describing an architecture proposal for hybrid infrastructures
(multi-cloud and cloud extended with desktop grid resources and a preliminary
evaluation of this architecture on the experimental testbeds made available by the
partners (report).
Risks and backup solutions: The risks for this prospective and ambitious task are
high. Research on multi-cloud infrastructures is still at an embryonic state. A number
of difficulties and open issues have been pointed out in an early study by Kate Keahey
at the University of Chicago/Argonne National Laboratory. The presence of her group
in this project will definitely help us address these architectures on a sound basis. Combining clouds and Desktop Grids brings about a different kind of complexity, related to
the different characteristics of these two kinds of infrastructures. If implementing prototypes might prove to be too difficult due to integration and interoperability issues,
providing a perspective on these difficulties will still be an interesting outcome of this
task.
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4.3.3 Task 3: Advanced scheduling for Map-Reduce applications
Leader: Frédéric Desprez (GRAAL).
Partners: KerData, GRAAL, INRIA-UIUC, Chicago, Illinois, IBM.
Subtask 3.1: Elastic and coordinated data and task scheduling
Goals: The goal of this task is to design original scheduling heuristics that takes the
specificities of Map-Reduce applications and Clouds into account. The considered characteristics will be the flexibility of Map-Reduce application graphs, the underlying data
dependency graph and the dynamic behavior of the platform.
Detailed work program: Map-Reduce applications involve potentially a large number of Map and Reduce tasks and many data dependencies between these tasks. These
applications can then be represented by a workflow structure. A nice property of such
a workflow is that each task can be executed on various numbers of processors depending on the granularity of the computations. Using more processors to execute a Map
or Reduce task is likely to reduce its execution time. We will study the more complex
scheduling issues raised by this additional flexibility.
Behind this application task graph lies a data dependency graph. This graph can
be different of the computation workflow due to replication strategies. The scheduler
then has to consider these two graphs when taking its allocations, i.e., deciding on how
many resources schedule a task, and mapping, i.e., onto which resources execute an allocated task, decisions. We will focus on optimized replication mechanisms. In current
Map-Reduce implementation, replication is handled by the distributed file system and
usually hard-coded. We will propose heuristics that deals with data replication at the
same time as tasks scheduling to optimize the overall performance.
Finally, the dynamic behavior of the platform also has to be taken into account. Variability of the machine load and communication costs should be also handled by the
scheduling algorithms in a adaptive way. Such variations may have a strong impact on
the number of resources to allocate to a given task or invalidate replication choices. We
will then aim at doing an elastic load-balancing of the applications. This will consist in
adapting the grain of each task to load variation and to apply rescheduling heuristics.
Contribution of each partner: The GRAAL team will be responsible of this task. Its
members have a strong background in the field of Parallel Task Graph scheduling. The
numerous scheduling heuristics designed by the GRAAL team over the last decade will
find an appropriate use case with Map-Reduce applications. A tight collaboration with
the KerData team (for BlobSeer) and with the University of Chicago/Argonne National
Laboratory (for Nimbus) is mandatory. To take pertinent decisions, scheduling entities
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have to interact with both data and resource management systems. Clear interfaces
between these different components have to be established to prevent the design of
non-applicable solutions. The KerData team will provide the necessary interfaces on
top the BlobSeer platform to enable the necessary interactions.
Deliverables:
T0+12 [D3.1]: description of new data management heuristics and new elastic scheduling algorithms (report).
T0+18 [D3.2]: Implementation of different heuristics in the chosen middleware (software).
T0+24 [D3.3]: Experimental evaluation of the proposed prototype (report).
Risks and backup solutions: The integration of several software components always comes with a certain amount of risk. All the proposed scheduling heuristics will
be also validated within a simulation environment such as SimGrid. This way, some
results could be obtained with less risk.
Subtask 3.2: Multigraph scheduling
Goals: A large number of application written in the Map-Reduce paradigm can be
simultaneously submitted to the same middleware. Their scheduling needs to take
into account not only the execution time of on single application but also the overall
behavior of the execution environment. In this task we aim at optimizing metrics such
as fairness between applications and Quality of Service.
Detailed work program: Our work will consist in designing appropriate heuristics
for the scheduling of multiple Map-Reduce applications taking into account different
objective functions. The Map-Reduce applications will be modeled as Direct Acyclic
Graphs (DAGs). Each task can parallel and its allocation has to be carefully chosen.
The results obtained in Task 3.1 for a single Map-Reduce graph will then have to be
extended to the multigraph case.
We will also consider Quality of Service (QoS) and/or Service Level Agreement (SLA) in the scheduling process. For instance some applications may not require
the entire set of results to be able to perform some accurate enough analysis. We will
exploit such an additional flexibility to find better compromises between performance
and fairness.
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Contribution of each partner: As mentioned before the GRAAL research team has
a long time experience in the scheduling of parallel tasks graphs. Recent work focused
on building fair schedules in a multi-application context.
Deliverables:
T0+24 [D3.4]: Definition of QoS metrics and design of SLA-aware scheduling heuristics (report).
T0+30 [D3.5]: Implementation of different heuristics in the chosen middleware (software).
T0+36 [D3.6]: Experimental evaluation of the proposed prototype (report).
Risks and backup solutions: As for Task 3.1, simulation will be used as a backup
solution to software integration.
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4.3.4 Task 4: Fault tolerant and secure execution of Map-Reduce applications
Leader: Gilles Fedak (GRAAL).
Partners: KerData, GRAAL, INRIA-UIUC, Chicago, Illinois, IBM.
Subtask 4.1: Specific high-availability mechanisms for IaaS clouds optimizing
the execution of Map-Reduce applications
Goals: This task aims at investigating new ways to build a highly-available IaaS by
leveraging BlobSeer’s versioning capabilities to facilitate virtual machine checkpointing.
Detailed work program: On cloud infrastructures, IaaS technologies (e.g., Nimbus)
rely on virtualization techniques to offer resources to clients. Clients are typically allowed to upload a virtual-machine image to the system, so that they could use an environment compatible with their applications. This image is then executed on each
computing element rented to the client.
In such a context, BlobSeer can serve as a storage system for checkpointing images of
the virtual machines, and thus help building a highly-available IaaS. The idea is simple:
rather then using local storage, cloud checkpointing services will store virtual-machine
instances as binary large objects (BLOBs) using a globally shared namespace built using
BlobSeer. BlobSeer natively provides versioning support for all objects it stores. A new
(incremental) version of a BLOB is created each time a write operation is performed:
this feature can efficiently be used for incremental checkpointing of virtual machines
managed by Nimbus. Moreover, since BlobSeer data (and thus the virtual machines)
are globally accessible to the system, various management operations such as migration
(for preventive fault tolerance) can be easily implemented on top of it. We will explore
the above approach by proposing a software architecture leveraging versioning for VM
checkpointing.
In this context, we will study various trade-offs. Write buffering in volatile memory
allows reducing the number of actual writes on stable storage but opens the possibility
to loose writes that were buffered in volatile memory and not yet committed to stable
storage. We propose first to study the applicability of classic fault tolerant techniques
(such as write logging, transactions, etc.) for write buffering in volatile memory and
evaluate their performance in the context of BloBseer and for Map-Reduce application.
We also propose to investigate the properties of the Map-Reduce execution model and
the considered applications with respect to fault tolerance. These applications and execution models may exhibit some form of determinism or tolerance to non determinism
that could be used to reduce the fault tolerant protocol complexity. From this analysis
we will adapt or design new fault tolerance protocols taking benefit of the execution
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model and application properties.
As a proof of concept, this architecture will be implemented through a software prototype and preliminarily validated using the experimental platforms made available by
the project partners, with Map-Reduce workloads. More extensive evaluations with the
globally integrated architecture will be realized in Task 5.
Contribution of each partner: To investigate the approach proposed above we will
rely on the BlobSeer versioning-based, concurrency-optimized BLOB management system currently developed by the KerData team at INRIA Rennes and on the virtual
machine management facilities provided by the Nimbus toolkit from the University
of Chicago/Argonne National Laboratory. The INRIA-UIUC (Joint Laboratory) partner will bring its expertise in fault tolerance issues, such as checkpointing, the support for non determinism, etc. As for the experiments in the other tasks, we will use
the Grid’5000 testbed in the first place, then perform additional experiments using the
Cloud Computing Testbed managed by UIUC and the FutureGrid platform from the
University of Chicago/Argonne National Laboratory. In the preliminary experiments
we will use Map-Reduce-based workloads from the motivating applications provided
by from IBCP.
Deliverables:
T0+12 [D4.1] : Fault tolerance model for MapReduce on BLOBs (report).
T0+18 [D4.2]: Architecture proposal for a versioning-based checkpoint mechanism for
VMs in a IaaS (report).
T0+24 [D4.3]: Software prototype illustrating the above architecture (software).
T0+30 [D4.4]: Preliminary experimental evaluation of the proposed prototype on the
experimental testbeds made available by the partners (report).
Risks and backup solutions: As for Task 2.1, the risk is medium and may be due
to integration difficulties of BlobSeer with Nimbus, which have been developed by a
French partner and a US partner who collaborate for the first time. To reduce this risk,
a preliminary study is also included on the agenda of the preliminary exploratory 3month mission of Bogdan Nicolae (PhD student in KerData team) to the Nimbus team
at the University of Chicago/Argonne National Laboratory.
Subtask 4.2: Security mechanisms for executing Map-Reduce applications on
clouds and desktop grids
Goals: This task will provide Map-Reduce users guarantees on their data privacy
and application security when data and computations are distributed on Clouds and
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Desktop Grids.
Detailed work program: Users who have sensitive data to process, such as medical
images for instance, may be reluctant to rely on commercial Cloud and public Desktop
Grid which are remote infrastructure whose security cannot be easily assessed. Therefore, the level of trust towards these aforementioned infrastructures which is lower than
private and managed infrastructures such as Cluster or Grid, must be compensated by
dedicated security mechanisms. We identify two main threats: on the Cloud, the infrastructure might be compromised by some other malicious Cloud users who could gain
access to private data; on Desktop Grid, volunteers could also get access to parts of the
data set and in addition could also fake the intermediate or final processing results.
In this task we will investigate the use of IDAs (Information Dispersal Algorithms)
to enforce users’ data privacy. IDA is a mechanism which allows one to split a file into
pieces so that by carefully dispersing the pieces, there is no method for a single node to
reconstruct the data. On the Cloud, each data chunk should be stored encrypted and
decrypted on the fly before the computation, and computation should not be synchronized to avoid the whole data set to be compromised at once. That way, a malicious
users can get only get access to the data that are processed at the time of the attack.
Our work will study how to disseminate the information between several Clouds
and/or Desktop Grid nodes so that privacy is ensured even if parts of the data set are
compromised. Based on this, we will give users feedback about the quality of security,
i.e., chance that the data set is compromised based on probability that part of the data
set is compromised. We will evaluate the impact of IDAs on the overall performance of
Map-Reduce application.
A key security component of Desktop Grid system is the result certification which
is needed to check that malicious volunteers do not tamper with the results of a computation. Because intermediate results might be to large to be sent back to the server,
result certification mechanism cannot be centralized as it is currently implemented in
existing Desktop Grid systems. In consequence, we will adapt existing results certification heuristics to the decentralized network of storage PCs or design new distributed
heuristics.
Contribution of each partner: The GRAAL team and the KerData team will collaborate to design jointly heuristics which can enforce the security and the privacy of data
for Clouds and Desktop Grids. Both team will bring together their expertise in the design of BitDew and BlobSeer to make sure that the proposed algorithms can be applied
to current data-sharing middleware .
Deliverables:
T0+36 [D4.4]: a study describing the distributed heuristics implementing the security
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requirements as well as results of simulations evaluating their efficiency (report).
Risks and backup solutions: The risk of this task mainly relies in the evaluation of
proposed heuristics. Implementing the algorithm in BitDew and BlobSeer and make
extensive experiments on Grid’5000 might turn out to be highly time consuming process. To keep in line with the schedule associated to this task, we will simulate the
algorithms using synthetic model of the infrastructures. As a complement, proof-ofconcept implementations of the algorithms might also be realized if needed.
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4.3.5 Task 5: Integration, deployment and large-scale experimental validation
Leaders: Gabriel Antoniu (KerData), Christian Pérez (GRAAL).
Executive Committee: Gabriel Antoniu (KerData), Christian Pérez (GRAAL), Emmanuel Bettler (IBCP), Franck Cappello (INRIA-UIUC), François Briant (IBM),Kate
Keahey (Chicago), Indranil Gupta (Illinois), François Delfaud (MEDIT).
Partners: All.
Subtask 5.1: Application programming and deployment
Goals: This task aims at providing an adequate programming model for applications
that make use of the Map-Reduce programming paradigm. Such programming model
has to be user-friendly, has to integrate the advanced software architecture for data
storage and sharing provided by Task 2, and its deployment model has to be able to
make use of elastic and coordinated data and task scheduling provided by Task 3.1
Detailed work program: The work program will be divided in 3 stages.
First, we will evaluate existing models that attempt to integrate algorithmic skeletons
and software components. The output of this step will be a coherent and easy-to-use
programming model.
Second, we will investigate model transformation models and techniques (MDE) to
integrate the middleware layers resulting from Task 2, Task 3.1 and Task 3.2 into the
previously programming model. The output will be an executable (i.e., deployable)
application. The actual output will be depend of the requirements of Task 5.
Third, we will adapt already available tools to deploy the resulting executable to various infrastructures, such as cluster, grids and clouds. For example, within the ANR
COSINUS LEGO, the Adage deployment tool has been developed to deploy applications with complex structure to grids. We will adapted it to clouds.
Contribution of each partner: The GRAAL team will be responsible of this task. It
has a solid experience in model definition, model transformation, and application deployment. Within the European CoreGrid network of excellence, the GRAAL team and
the University of Pisa (Italy) have defined defined STKM, a model that combine components, workflows and algorithmic skeletons. However, the skeletons are keywords of
the model. More recently, the GRAAL team has continue its effort and it has enabled the
utilization of templates à la C++ into component definition. Hence, new skeletons – and
more important new implementation of skeletons – can be easily added to the model.
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Hence, the GRAAL team will study how to efficiently define Map-Reduce skeletons in
this framework.
The GRAAL team is using model transformation techniques to actually transform a
template-based component into an executable one. Therefore, it provides a solid foundation to study how to integrate the new middleware artifacts developed within Task 2
and Task 3.
The GRAAL team, as the maintainer of Adage, will evaluate its adaptation to Nimbus.
Deliverables:
T0+18 [D5.1]: a study on the definition of Map-Reduce skeletons into a template-based
general purpose component model and the usage of model transformation techniques to automatically integrate middleware artifacts into a deployable application (report).
T0+24 [D5.2]: a study on the adaptation of the generic deployment tool Adage to
clouds in general, and Nimbus in particular (report).
Risks and backup solutions: A first risk of Task 5.1 is not to be able to define a userfriendly programming model. However, the risk of not having a model that will block
the task seems very low.
A second risk is not to be able to automatize the process of Stage 2. In that case, the
transformation will be guided by some input parameters.
Subtask 5.2: Software Integration
Goals: This task aims at managing the integration of the software bricks resulted
from the previous tasks (Tasks 2, 3, 4, and 5.1) into several prototypes. The ultimate
goal is to be able to build a complete integrated prototype.
Detailed work program: This project is expected to deliver many software bricks related to the different aspects of the Map-Reduce paradigm. Hence, this task aims at
identifying and organizing the various meaningful possible integrations. Such integrations will depend on the actual advances made in others tasks: they will be defined
throughout the project lifespan. However, the ultimate goal is to integrate all software
bricks.
Contribution of each partner: Each partner will contribute with respect to his involvement in the outputs of other tasks, and in particular of Task 2, Task 3, Task 4,
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and Task 5.1. All the partners will participate to the definition of the target integration
prototype, and to their realization by modifying — if needed — their own software
bricks.
Deliverables:
T0+36 [D5.3]: A set of integrated prototypes (software).
Risks and backup solutions: The major risk is to not to be able to deliver a software
integrating all the software bricks. However, as many partial integrations appear very
interesting and feasible, the overall risk of not delivering anything valuable seems very
low. Most of the partners have already a good experience in such task.
Subtask 5.3: Large-scale experimental validation
Goals: This task aims at experimentally evaluating the integrated prototypes on the
experimental platforms provided by the project partners.
Detailed work program: This task will deal with conducting experimental validations of the integrated prototypes on the various platforms accessible by the partners
such as Aladdin-Grid’5000 (France) and possibly on the Cloud Compute Testbed (USA)
and on FutureGrid (USA). The goal is to run experiments with real-life workloads provided by the application partners such as IBM, IBCP and MEDIT.
Contribution of each partner: KerData and GRAAL are expected to be the major
contributors to this task, with the help of other partners for either managing issues
related to USA platforms as well as for defining benchmarks and experiments based on
real-life scenarios inspired by the SuMo application. IBM is also expected to provide
relevant benchmarks for this evaluation.
Deliverables:
T0+36 [D5.4]: an experimental study on the evaluation of the integrated prototypes on
the experimental testbeds made available by the partners (report).
Risks and backup solutions: The major risk lies in the usage of USA based platform — from which the French partners do not have any experience —, and in the
possibility to interconnect them to make huge transcontinental experiments. However,
the partners have access to Grid’5000 which is an interesting platform for conducting
experiments.
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4.3.6 Task 6: Application case study
Leader: Christophe Blanchet (IBCP).
Partners: All.
Goals: Proteins are major components of the life. They are involved in lots of biochemical reactions and vital mechanisms for the living organisms. Proteins are also
strongly involved in the infrastructure of the living components (cell, organs, tissues).
The three-dimensional (3D) structure of a protein is essential for its function and for its
participation to the whole metabolism of a living organism. For example, the immune
mechanisms involved in the immune defense system, antigen interactions, molecules
acting as markers of the external entity, and the receptors of the organism are correlated
to the structures of both the antigens and the receptors.
However, due to experimental based limitations, few structures of protein have been
experimentally determined regarding the number of proteins with a known aminoacid
sequence, roughly 60,000 structures regarding millions of proteins sequences. In the
case of structural genomics, the knowledge of the 3D structure may be not sufficient
to infer the function. Thus, an usual way to make a structural analysis of a protein or
to infer its function is to compare its known, or potential, structure to the whole set
of structures referenced in the Protein Data Bank (PDB). CNRS IBCP has developed a
method called SuMo (Surf the Molecules) ( [E.9]) that permits coarse-grain comparison
of two structures of protein. The SuMo software makes a comparison of one or a set of
protein structures against the whole PDB stored in a database, representing hundreds of
gigabytes stored in huge files. Major developments (like storing whole PDB in a SQLite
database) are now done in collaboration with MEDIT SA via a patent between CNRSUCBL-IBCP and MEDIT. The derivative version of SuMo for drug design in industrial
context is called MED-SuMo ( [E.2] [E.1]). By using the SuMo term, we will now talk
about the SuMo application, including the latest major development from MED-SuMo.
Our goals are to make the SuMo application scalable for large scale experiments of
protein structures comparison. The targeted computing infrastructure are distributed
computing platforms such as cloud, with high-performance distributed data storage
and sharing coupled to optimized scheduling mechanisms.
Detailed work program: The SuMo application requires an access to the whole PDB
stored in files with the SQLite format. Comparison of a set of protein structures with
the ones contained in the PDB means concurrent access to the same file, as many access
than proteins to analyze. In the POPS project (labelled by Systematic competitiveness
cluster and funded by Minefi on the period Sept 1st 2007 July 31st 2009), the selected
strategy by MEDIT to distribute a complete pairwise comparison of 60000 3D binding
sites from the PDB by MED-SuMo, was to duplicate the 3D graph database on each
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computer node to ensure I/O disk performance. Now such workaround requires manual installation and configuration which is not possible in an industrial context. In addition, the biostructural application here concerns the comparison of complete protein
surfaces, changing by a log or more the size of 3D graphs encoded into the file database.
The challenge here is to address higher technical challenge for SuMo by taking advantage of Map-Reduce architecture over a cloud computing hardware configuration. We
are planning to use a set of 3,000 proteins to be compared to the whole PDB. Both the input data and the reference database can be split in subsets, and then the different results
need to be correlated all together. Such model fits in with the Map-Reduce paradigm.
We will firstly identify the SuMo application requirements, and specific constraints
related to the distributed environments targeted by the project, especially regarding
data sharing. That will imply to evaluate the performance of the SuMo applications on
a local cluster to identify and quantify the constraints regarding the data sharing and
the scheduling of the different tasks in prevision of large scale experiments. SuMo could
use a split database of structures into the MED-Grid component (from POPS project),
we will define the optimal configuration to split the data to fit the "Map" step, and also
the model involved in the "Reduce" step to gather the results. These specifications will
be done in collaboration with the partners of the project in charge of data sharing and
scheduling developments.
We will adapt the SuMo application to fit the Map-Reduce paradigm as an external
application, Map-Reduce-enactment through the data. And we will also modify the
SuMo and MED-Grid source files to integrate through the APIs of the targeted computing environments. The Map-Reduce-enabled SuMo will be run during the different
phases of the project with large-scale biological datasets (for example 3,000 proteins
against the whole PDB) on the different targeted infrastructures (Aladdin-Grid’5000,
Nimbus computing platform, Cloud Computing Testbed and FutureGrid platform) to
validate the functionalities and to evaluate the performances of the components and
testbeds.
Contribution of each partner: The SuMo application designed by the LBRS team
from the CNRS IBCP and its derivative version for drug design in industrial context
MED-SuMo developed by MEDIT permits coarse-grain comparisons of a complete set
of protein structures against the whole known structures of the PDB database. CNRS
IBCP and MEDIT will identify the requirements of the SuMo application and provide
projects partners with related specifications regarding the data sharing and the scheduling of the different computations. A prior task for MEDIT will be to adapt on MapReduce platform the actual MED-Grid software component which is first distributing on
a set of computer nodes a large number of pairwise SuMo comparison into a set of separate jobs, and second merging results into a unique database. CNRS IBCP and MEDIT
will work with computing developers and testbed providers to adapt and integrate the
SuMo software in the project’s testbed. In the last period of the project, we will evaluate
the prototypes, performances and functionalities, with the MapReduce-enabled SuMo
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application. All partners are expected to be in this task, since: 1) the application requirements will serve to guide the design decisions in Tasks 2, 3 and 4; and 2) the integrated
prototypes produced by Task 5 will be used in this Task and support for integration
will be needed.
Deliverables:
T0+6 [D6.1]: identification of the SuMo application requirements, and specific constraints related to the distributed environments targeted by the project, especially
regarding data sharing (report).
T0+24 [D6.2]: integration of the SuMo application in the prototype (software).
T0+36 [D6.3]: experimental evaluation of the infrastructure prototype with the SuMo
application (report).
Risks and backup solutions: Risks are weak because CNRS IBCP and MEDIT SA
have respectively the full knowledge of the SuMo and MED-SuMo software (initially
developed at IBCP, and now patented in collaboration with MEDIT SA). Computing
partners are experts in developing distributed computing middleware with optimization on data sharing and tasks scheduling. CNRS IBCP has a strong background in
adapting and using bioinformatics applications on distributed computing infrastructures like grids and clouds, and MEDIT already explored such crunchy application
with success in a previous project.
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5 Tasks schedule, deliverables and milestones
The Task schedule are graphically presented below.
Timing diagram/critical path
Partners
1
Task 1

P

Task 2

P

2

3

4

5

Year 1
6

7

8

Deliverables/Milestones

3

6

9

Year 2
12

15

18

21

Year 3
24

27

30

36

-

SubTask 2.1 (Deliverables/Milestones)

-

«

SubTask 2.2 (Deliverables/Milestones)

«

-

SubTask 2.3 (Deliverables/Milestones)
Task 3

33

-

P

SubTask 3.1 (Deliverables/Milestones)

-

«

SubTask 3.2 (Deliverables/Milestones)
Task 4

-

«

«

-

-

P

SubTask 4.1 (Deliverables/Milestones)

-

-

SubTask 4.2 (Deliverables/Milestones)
Task 5

P

-

P

SubTask 5.1 (Deliverables/Milestones)

-

-

SubTask 5.2 (Deliverables/Milestones)

«

SubTask 5.3 (Deliverables/Milestones)

-

Task 6

P
Deliverables/Milestones

-

«

©

Progress report/Expenses
Consortium agreement/Final report

J

«

©

©
P

Legend:
-

Deliverable is a report

«

Deliverable is a software system

©
©

6 month-progress report

J

Consortium agreement

P

Final report + expenses summary

Progress report + expenses

Dependencies between tasks are identified as follows. Task 6 includes a specification
phase, an integration phase and an evaluation phase. The outcome of the specification
phase will guide the hypothesis taken by Tasks 2, 3 and 4. For integration and evaluation, Task 5 depends on Tasks 2, 3 and 4. Finally, Task 6 depends on Task 5 in its
integration and experimental phases.
A synthetic view of the deliverables is presented in the table below.
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Deliverables and Milestones of Task 1
Coordination
Title and substance of the deliverables and milestones
[D1.1] Wiki-based web site

Delivery

Partner
in charge

T0+3

KerData

Deliverables and Milestones of Task 2
Advanced software architectures for data storage and sharing
Task

Title and substance of the deliverables and milestones

Delivery

Partner
in charge

[D2.1] Architecture proposal for a cloud data service

T0+6

KerData

[D2.2] Software prototype

T0+18

KerData

[D2.3] Experimental evaluation

T0+30

KerData

2.1 — Architecture for data storage and sharing on clouds

2.2 — Architecture for data storage and Map-Reduce processing on desktop grids
[D2.4] Software Prototype

T0+12

GRAAL

[D2.5] Experimental evaluation

T0+24

GRAAL

2.2 — Architecture for data storage and sharing on hybrid infrastructures
[D2.6] Architecture proposal and experimental evaluation for hybrid infrastructures

T0+36

KerData

Deliverables and Milestones of Task 3
Advanced scheduling for Map-Reduce applications
Task

Title and substance of the deliverables and milestones

Delivery

Partner
in charge

[D3.1] Design of data management heuristics

T0+12

GRAAL

[D3.2] Software prototype

T0+18

GRAAL

[D3.3] Experimental evaluation

T0+24

GRAAL

[D3.4] Definition of QoS metrics and SLA-aware
heuristics

T0+24

GRAAL

[D3.5] Software prototype

T0+30

GRAAL

[D3.6] Experimental evaluation

T0+36

GRAAL

3.1 — Elastic and coordinated data and task scheduling

3.2 — Multigraph scheduling
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Deliverables and Milestones of Task 4
Fault tolerant and secure execution of Map-Reduce applications
Task

Title and substance of the deliverables and milestones

Delivery

Partner
in charge

[D4.1] Fault tolerance model for MapReduce on
BLOBs

T0+12

INRIAUIUC

[D4.2] Architecture proposal for a versioning-based
checkpoint mechanism for VMs in a IaaS

T0+18

KerData

[D4.3] Software prototype

T0+24

KerData

[D4.4] Experimental evaluation

T0+30

KerData

T0+36

GRAAL

4.1 — Specific high-availability mechanisms

4.2 — Security mechanisms
[D4.5] Description and evaluation of the heuristics
implementing the security requirements
Deliverables and Milestones of Task 5
Integration, deployment and large-scale experimental validation
Task

Title and substance of the deliverables and milestones

Delivery

Partner
in charge

[D5.1] Definition of Map-Reduce skeletons

T0+18

GRAAL

[D5.2] Adaptation of the generic deployment tool
Adage to clouds and Nimbus

T0+24

GRAAL

T0+36

KerData

T0+36

KerData

Delivery

Partner
in charge

[D6.1] Identification of the SuMo application requirements

T0+6

IBCPMEDIT

[D6.2] Software prototype

T0+24

IBCPMEDIT

[D6.3] Experimental evaluation

T0+36

IBCP

5.1 — Application programming and deployment

5.2 — Software Integration
[D5.3] Software prototype
5.3 — Large-scale experimental validation
[D5.4] Evaluation of the integrated prototype
Deliverables and Milestones of Task 6
Application case study
Title and substance of the deliverables and milestones
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The structure of the project provides mostly scientific milestones. The software outcome of Tasks 2.1 will produce the foundation mechanisms enabling Map-Reduce applications to leverage a concurrency-optimized data-sharing mechanism on a IaaS. This
will be made possible by integrating the BlobSeer developed by the KerData team
with Nimbus, developed at the University of Chicago. Task 2.2 will produce the core
data management architecture for running Map-Reduce applications on Desktop Grids
based on the BitDew middleware designed by the GRAAL team. Then, based on the
outcome of Tasks 2.1 and 2.2, Task 2.3 will target hybrid infrastructures: it will consider
1) multi-cloud infrastructures; and 2) infrastructures combining clouds and Desktop
Grids.
Task 3 will mainly produce scheduling algorithms and can be performed in parallel
with Task 2. Coordination is however mandatory on a specific issue: it is necessary to
specify the interface that the data management services (based on BlobSeer and BitDew
respectively) should provide to the scheduling engine in order to enable coordinated
data and task scheduling.
Task 4 can start and be independently. In Task 4.1, BlobSeer will be used here as a
storage support for virtual machines in Nimbus. This is not dependent on the BlobSeerNimbus integration that takes place in Task 2.1 (where BlobSeer serves for applicationlevel data-sharing). Integrating together both contributions resulted from Tasks 2.1
and 4.1 will be a good preliminary integration step in Task 5.
As a validation oriented task, Task 5 obviously depends on the software prototypes
produced by Tasks 2, 3 and 4. The ultimate goal is to build an integrated prototype
based on these previous prototypes . however the final integration level depends however on the advances made in the previous tasks. The major risk is to not to be able
to deliver a software integrating all the software bricks. Nevertheless, several partial
integrations already appear as feasible.
Another risk lies in the usage of the US-based platforms for some experiments, as the
French partners do not have any experience with them. In contrast, they have a very
good experience with the Grid’5000 platform, which can definitely serve for many of
the planned experiments.
Finally, some risk concerns the difficulties raised by the modification of the SuMo
and MED-SuMo application to make it fully benefit from the optimized Map-Reduced
framework that will be the global outcome of this project. The strong background of
CNRS IBCP in adapting and using bioinformatics applications on distributed computing infrastructures and MEDIT’s similar experience in a previous project reduces this
risk.
Project meetings Two plenary projects meetings per year are planned: 2 in Rennes,
2 in Paris, 2 in Lyon. All French partners are expected to attend all plenary meetings.
US partners will attend one project plenary meeting per year and therefore we propose
to include the corresponding traveling cost in the budget of the coordinating partner.
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They will attend the second plenary meeting by video-conference.
Technical visits Visits will occur between some partners, mainly to closely work on
problems for which the need for interaction has been identified or to acquire experience
on the software managed by another partner. Such point-to-point visits (which have
already proved their utility in past joint projects of the partners) will ensure an efficient
collaboration between partners.
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6 Dissemination and exploitation of results. Management of
intellectual property
.
Consortium Agreement If the project is accepted for funding, a consortium agreement will be established between the partners, to specify the rules related to intellectual
property based on the following main guidelines. For platform-level developments,
this project will rely on existing software already distributed according to open-source
licenses (BlobSeer, BitDew, Nimbus). The software prototypes built through extensions
or by integration of these bricks are intended to remain open-source and will be owned
by the partners according to their respective intellectual contributions. A particular
case that needs to be specifically addressed concerns the final task of the project, where
the integrated prototypes based on open-source code will be validated with the SuMo
application provided by IBCP and subsequently with its derivative version for drug design in industrial context (MED-SuMo). Regarding publications on results issued from
joint efforts, a preliminary agreement of the owner partners will be required.
Publications, seminars, workshops. Scientific results will be disseminated by all
academic partners through publications in major scientific conferences and journals in
the areas of cloud computing and (more generally) distributed computing. Thanks to
the involvement of the IBCP partner, we will also target conferences and journals in the
area of bioinformatics. A final workshop will be organized at the end of the project,
where the project results will be presented. Results of this research will be also presented in the workshop of the INRIA-Illinois Joint-Laboratory on Petascale Computing.
Moreover, most partners are involved in several networks and partnerships that will
help to spread the outputs of this project, at the national, European and international
levels. GRAAL is leading the CoreGRID ERCIM working group, successor of the CoreGRID European Network of Excellence, and KerData is the main representative of INRIA Rennes - Bretagne Atlantique in this working group. KerData is involved in the
Marie Curie Initial Training Network (MCITN) SCALing by means of Ubiquitous Storage (SCALUS) (http://www.scalus.eu/), 2009- 2013. Dissemination will be done
in the framework of these projects.
Enhanced expertise, knowledge progress and transfer Through this project all
teams will enhance their respective expertise on different aspects related to large-scale
data management on cloud infrastructures. Integrating BlobSeer with the Nimbus environment and running experiments on various experimental cloud platforms with real
Map-Reduce applications will provide the KerData team with complex usage scenarios for the BlobSeer software. The team will thereby get substantial feedback on the
behavior of the BlobSeer BLOB-management service in realistic situations, which will
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help to improve its reliability and increase the possibilities for it to be subject to technology transfer.For the GRAAL team, the expertise gained in the resource and data
management will be transferred in other projects such as DIET. From the perspective of
the Joint INRIA-UIUC Laboratory for Petascale Computing, regarding fault tolerance
issues, the analysis of the determinism and tolerance to non determinism properties
of some Map-Reduce applications will extend the understanding of the presence and
nature of determinism and tolerance to non-determinism in parallel and distributed
applications.
Technology transfer in cooperation with IBM. IBM will contribute to the exploitation of the results of this project in the following ways.
Cloud Customer Support Center. IBM is working closely with customers during the
sale cycles of cloud products, services and solutions. With the emerging requirements of customers, IBM recognizes a need to enrich their portfolio from IaaS (Infrastructure as a Service) offerings to high value services. For this purpose, IBM
PSSC (Products and Solutions Support Center) plans to exploit the results of the
ANR MapReduce project for developing and deploying converged data intensive
services in our design and benchmarking center to benefit their customers.
PSSC Datacenter Operations. IBM has high technical demands in terms of ability to
respond quickly to customer requests. They have recently started to internally
use cloud technologies, linking widely dispersed IT resources and reserving and
provisioning them on-demand. Upon the release of the Map-Reduce Cloud software architectures, APIs and technologies, IBM plans to exploit them in order to
improve, enrich and optimize the set of capabilities provided by IBM’s PSSC data
centre.
CNRS IBCP IBCP will first disseminate its research results in the bioinformatics community through publications in bioinformatics journals and conferences. Improvements to the SuMo software will be advertise on the SuMo Web server at http:
//sumo-pbil.ibcp.fr/. This public interface is providing biologists and bioinformaticians with the SuMo structural analyse facilities since many years. A gain on the
performances and on the scalability of the method will directly put benefits at the level
of the Web server response-time to satisfy the community daily requests.
Moreover, using the SuMo software on a MapReduce-enabled infrastructure will be
useful in the context of the structural genomics where the level of structural analyses
have been increased from the analysis of one protein structure to the analyses of a whole
bunch of potential and determined structures of a complete genome.
As SuMo software is representative of the requirements of several others bioinformatics software, improvement and adaption to scalable infrastructure such as clouds
and grids will be helpful and have a significant impact on the national and international
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community. For example, such proof-of-concept and feed-backs will be appreciated at
the level of the current national effort to mutualize national bioinformatics resources in
the RENABI GRISBI initiative (http://www.grisbio.fr/).
Technology transfer in cooperation with MEDIT MEDIT will provide support and
expertise first to configure SuMo and/or its MED-Grid proprietary technology into the
MAP-Reduce cloud computing platform and second to explore the biostructural application based on a the crunchy comparison of complete protein surface over the PDB.
However MED-SuMo and MED-Grid will stay as a property of MEDIT. MEDIT plans
to distribute MED-SuMo/MED-Grid/MAP-reduce configuration to industrial and academic future customers.
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7 Consortium organisation and description
7.1 Partners description and relevance, complementarity
Partner 1 (coordinator): KerData team, INRIA Rennes - Bretagne Atlantique
The French national institute for research in computer science and control (INRIA) is
dedicated to fundamental and applied research in information and communication science and technology (ICST). The KerData team (http://www.irisa.fr/kerdata/)
at INRIA Rennes - Bretagne Atlantique Research Center is carrying out research on data
storage for very large distributed infrastructures: clouds, petascale architectures, desktop grids.
It is addressing the challenges raised by today’s data-oriented high-performance applications that exhibit the need to handle massive, non-structured data — BLOBs: binary large objects (in the order of Terabytes) — stored in a large number (thousands
to tens of thousands), accessed under heavy concurrency by a large number of clients
(thousands to tens of thousands at a time) with a relatively fine access grain (on the
order of Megabytes).
The team’s approach is illustrated through the BlobSeer BLOB management software
platform (http://blobseer.gforge.inria.fr/), which will serve as a brick in
this collaborative project. Target applications for the team’s activities include: grid
and cloud data-mining applications handling massive data distributed at a large scale;
advanced cloud storage applications; Petaflop computing data storage through scalable
file systems.
Hence, this project is right in the focus of the current research activities of the coordinating partner: it brings excellent opportunities for collaboration with major academic
and industry partners who are active in the emerging field of cloud data management.
Partner 2: GRAAL team, INRIA Grenoble - Rhône-Alpes
The GRAAL project-team (LIP/INRIA) works on scheduling and distributed management middleware for long time. In particular, it deals with GridRPC issues, such as
request scheduling and data placement in homogeneous and heterogeneous context. It
develops the DIET platform (http://graal.ens-lyon.fr/diet/), a scalable middleware with initial efforts focused on distributing the scheduling problem across multiple agents. The GRAAL team also works on algorithms and scheduling strategies for
heterogeneous platforms and the Grid.
Frédéric Desprez and Frédéric Suter have a strong background in the field of Parallel Task Graph scheduling and they together authored more than 10 technical papers
in this topic. The numerous scheduling heuristics designed by the GRAAL team over
the last decade will find an appropriate use case with Map-Reduce applications. Christian Pérez contributes to advanced programming models such as components and their
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deployment on parallel and distributed infrastructure.
The GRAAL team has a recognized expertise in the development of Desktop Grid
middleware, (the XtremWeb project http://www.xtremweb.net/) and is now leading the development of BitDew (http://www.bitdew.net/), an open source data
management and processing middleware for Grids, Desktop Grids and Clouds.
Through its involvement in the FP7 EDGeS project and the ANR JCJC
Clouds@Home, the team has gained valuable experience in the field of computing
on hybrid infrastructures which can be applied to the design of data-sharing and
storage for hybrid Desktop Grid/Cloud infrastructures. Gilles Fedak has founded in
2010 the First International Workshop on Map-Reduce and its Applications (MAPREDUCE’2010), to be held with HPDC’2010.
Partner 3: IBCP - Institut de Biologie et Chimie des Protéines, CNRS, Lyon.
Institute for the Biology and Chemistry of Proteins (IBCP) is a joint research unit
(UMR 5086) from CNRS and University Lyon 1. IBCP also belongs to the Federated
Research Institute (IFR 28) “Biosciences Lyon Gerland”. The research carried out at the
IBCP involves the study of proteins in their biological context. The different experimental methods used at IBCP include integrative cellular (cell culture, various types of
microscopies) and molecular techniques, both experimental (including biocrystallography and nuclear magnetic resonance) and theoretical (structural bioinformatics).
Research at the IBCP is organized into three main departments, bringing together
14 groups working on topics such as cancer, extracellular matrix, tissue engineering, membranes, cell transport and signalling, bioinformatics and structural biology.
Altogether, IBCP members are about 180 people (researchers, university academic
staff, technicians, administrative staff), representing 9 nationalities, of which half have
tenured positions.
IBCP will bring its expertise in Bioinformatics with the SuMo application and software, initially developed at IBCP, and now patented in collaboration with MEDIT SA.
We have also previous experiences about the usage of cloud computing paradigm and
software for bioinformatics applications. This experience has been acquired during
the HIPCAL project (ANR-06-CIS6-005, 2007–2010) with the practice of the HIPERNET
software, developed by the HIPCAL partners, over Grid’5000 infrastructure; and also
with the deployment and practice of the open-source Eucalyptus cloud system on local
resources at IBCP.
Partner 4: Joint INRIA-UIUC Laboratory for Petascale Computing
The Joint Laboratory for Petascale Computing focuses on software challenges found
in complex high-performance computers. The Joint Laboratory is based at the University of Illinois at Urbana-Champaign and includes researchers from the French
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national computer science institute called INRIA, Illinois’ Center for Extreme-Scale
Computation, and the National Center for Supercomputing Applications.
Much of the Joint Laboratory’s work will focus on algorithms and software that will
run on Blue Waters and other petascale computers. Illinois’ Blue Waters is expected
to be the most powerful supercomputer available for open scientific research when it
comes online in 2011. Petascale computers are those that are capable of sustaining more
than one quadrillion calculations per second. Software developed for Blue Waters is
also expected to run efficiently on other large-scale parallel computers.
Early focus areas will include:
• Fault-tolerance , which reduces the negative impact when processors, disk drives,
or memory fail in supercomputers that have tens or hundreds of thousands of
those components.
• Modeling and optimizing numerical libraries, which are at the heart of many scientific applications.
• Novel programming models, which allow scientific applications to be updated or
re-designed to take full advantage of extreme-scale supercomputers.
In the Map-Reduce project, the participants from the Joint Laboratory will use their
expertise in fault tolerance and novel programming models to address fault tolerance
issues raised by the use of BlobSeer in a Map-Reduce environment. Leaders of the Joint
Lab are also contributing to the definition of research agenda for exascale computer
and in particular concerning the fault tolerance issue. This participation to the exascale
analysis effort will help investigating long term solutions for fault tolerance within the
Map-Reduce project.
Partner 5: IBM Products and Solutions Support Center (PSSC), Montpellier
The IBM PSSC (Products and Solutions Support Center) in Montpellier is the largest
European support center for IBM Systems and Solutions. As part of IBM’s Systems and
Technology Group, the PSSC ensures that customers can be continually best served by
a team of 250 highly skilled IT professionals. PSSC is working with customers across
Europe to design, test and benchmark products, services and solutions, and in particular to support partner’s teams who work with us on serving their customers. Over
7000 visitors representing 1200 companies from 60 countries participate in 1000 engagements at this center every year.
IBM will first be involved in the Map-Reduce project by facilitating interactions with
IBM Research Labs. The outcome of the project can be reviewed and tested, jointly
with IBM’s labs interested in the domain: IBM Research Lab (such as Haifa in Israel)
and product development labs (from IBM Systems and Software divisions), developing IBM Cloud offerings. This will contribute to the transformation of the results and
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deliverables of the Map-Reduce ANR project into products and associated business
model. The IBM teams can provide support to these validation and test phases, providing specific associated expertise as well as by defining use cases and application
domains which are of interest, to support the validation and relevance of the project
deliverables.
Partner 6: Computation Institute, University of Chicago/Argonne National
Laboratory, USA
The Computation Institute (CI) at the University of Chicago has been established jointly
by the University of Chicago and Argonne National Laboratory in 2000 to address the
most challenging problems arising in the use of strategic computation and communications. Its establishment was motivated by the tremendous opportunities inherent in
new approaches to research based on the large-scale application of computation, data,
and communications, and the strategic importance to the University and Argonne of
developing the capabilities required to exploit those opportunities. The Institute has
already had a significant impact on the practice of computation at the University and
Argonne. More than 70 Chicago faculty and Argonne scientists have been appointed
as fellows and 30 full-time professional staff employed. Many high-profile and highimpact projects have been established, such as Open Science Grid, TeraGrid, Globus,
the National Microbial Pathogen Research Center, the Social Informatics Data Grid,
and the Chicago Biomedical Consortium.
The CI has been an early innovator in cloud technologies, as evidenced by the development of the Nimbus computing platform: an open source toolkit that allows you to
turn your cluster into an Infrastructure-as-a-Service (IaaS) cloud. In particular, our current objectives are to investigate how cloud computing can be leveraged for scientific
needs. The Map-Reduce project is relevant to those objectives.
The Map-Reduce project will use the Nimbus computing platform developed at the
University of Chicago and Argonne National Labs. Nimbus is an open source toolkit
that allows you to turn your cluster into an Infrastructure-as-a-Service (IaaS) cloud.
Feature highlights include interoperability with Amazon EC2 as well as scientific codes
based on Grid community’s WSRF interfaces. Nimbus supports the Xen and KVM
virtualization technologies and can be configured to use familiar schedulers like PBS or
SGE to schedule virtual machines. In addition, it provides higher-level tools that can
be used to launch self-configuring virtual clusters with one click. Most importantly,
Nimbus defines an extensible architecture that will allows us to customize the software
to the needs of this project.
Kate Keahey, leader of the Nimbus project, is a liaison for Grid’5000 collaboration of
the recently funded US FutureGrid project building an experimental testbed for scientific applications.
Kate Keahey and some of the PIs in her team recently submitted a PIRE proposal to
the NSF proposing the building of an international Sky Computing Laboratory lever-
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aging cloud computing technologies for use in research and education.
These projects are closely related to the proposed research and will support interactions with its partners.
Partner 7: University of Illinois at Urbana Champaign (UIUC), USA
Indranil Gupta (main participant from UIUC) is an Associate Professor at the Department of Computer Science, and an Affiliate Faculty at the Department of Electrical and
Computer Engineering; University of Illinois at Urbana-Champaign.
He leads the Distributed Protocols Research Group in the CS Department at UIUC.
He is interested in research on distributed protocols, large-scale distributed systems,
monitoring and management for distributed systems, and sensor networks.
Together with two other faculties, he is leading The Illinois Cloud Computing
Testbed (CCT, http://cloud.cs.illinois.edu/). CCT is the world’s first cloud
testbed aimed at supporting both systems innovation and applications research within
a single microcosm.
CCT is unique in several respects. Firstly, it is a true cloud/datacenter testbed, e.g.,
its storage to computation ratio is different from that of many existing testbeds such
as Emulab and PlanetLab). Currently, CCT is configured with about 500 TB of shared
storage and 1000+ shared cores. Secondly, it is the only cloud testbed to support both
applications and systems research (in contrast with the Google-IBM testbed, for example).
Current research efforts on CCT, both internal to the University of Illinois and external, include but are not limited to the following research areas: networking, operating
systems, databases, storage, virtual machines, distributed systems, data-mining, Web
search, network measurements, and multimedia.
CCT is currently running NSF-funded projects as well as projects from the Department of Computer Science and NCSA at the University of Illinois.
CCT is one of six sites participating in the world’s first networked cloud testbed,
called Open Cirrus. Other participating member sites include Intel, Yahoo!, HP, the
Infocomm Development Authority (IDA) of Singapore, and the Karlsruhe Institute of
Technology in Germany. The number of sites, as well as the size of each site within
OpenCirrus, is growing rapidly. OpenCirrus is aimed towards enabling systems and
applications research for data-intensive computing that spans multi-site clouds.
CCT was created from resources provided jointly by the National Science Foundation (NSF), Yahoo!, Intel, Hewlett-Packard, and the University of Illinois at UrbanaChampaign. CCT is housed within and supported primarily by staff and faculty from
the Department of Computer Science at the University of Illinois.
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Partner 8: MEDIT SA
François Delfaud has expertise in Structure based drug design in Molecular Modeling area. He prepared a thesis work at Synthelabo Recherche to explore thermostatistical contribution in ligand binding terms by simulating space approach of active
compounds onto its 3D target by molecular dynamics. He spent 5 years at Accelrys
Inc. giving the chance to access to various methods for drug design. In 2003, François
Delfaud set up MEDIT SA, today the company is employing 11 managers, most of them
are doctors in bio and/or chemo and/or informatics area. From the beginning, MEDIT
SA core business has been to develop innovative application in structure based drug
design, especially over the 3D biostructural information publicly available in the Protein Data Bank. MEDIT has an exclusive license agreement on the SuMo technology
from November 30, 2004. On February 2010, MEDIT offer consists in a portfolio of
8 products innovating covering application for 3D based functional annotation, binding site characterization to target affinity and selectivity mechanism, drug repurposing, scaffold hopping, and fragment based drug design. We are bringing in the MAPreduce project the experience we gained on MED-SuMo to leverage performance in a
crunchy like application: MEDIT was a partner in the POPS project (Peta Operations
Per Second), labeled by the Systematic competitiveness cluster and driven by the Bull
company, over the period from September 2007 to July 2009). For MEDIT, it’s essential
to move its technologies including MED-SuMo software onto modern cloud computing
solution as Pharmaceutical Industries for data mining are challenged internally by multiple sources of data in very large dimension on multiple servers in multiple physical
sites.

7.2 Relevant experience of the project coordinator
Gabriel Antoniu is a Research Scientist at INRIA and co-founder of the KerData research team at INRIA Rennes - Bretagne Atlantique. He received his Ph.D. degree in
Computer Science in 2001 from ENS Lyon and his Habilitation for Research Supervision (HDR) from ENS Cachan in 2009. His research interests include: grid and cloud
distributed storage, large-scale distributed data management and sharing, data consistency models and protocols, grid and peer-to-peer systems. In the area of distributed
data storage, he is currently coordinating the involvement of INRIA Rennes - Bretagne
Atlantique in the SCALUS project of the Marie-Curie Initial Training Networks programme (ITN), Call FP7-PEOPLE-ITN-2008 (2009–2012) and in the CoreGRID ERCIM
Working Group. He is leading the DataCloud@work associate team with the “Politehnica” University of Buchares, supported by INRIA’s Associate Team Programme
(2010–2012).
He served as a project coordinator for the GDS (Grid Data Service) project supported
by the ACI Masses de Données national research programme (2003–2006). He served
as a partner coordinator for INRIA Rennes – Bretagne Atlantique in the RESPIRE (ANR
CI) and LEGO (ARA MDMSA) ANR collaborative projects (2006–2009). He led a Sun
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Microsystems–INRIA collaboration grant on efficient use of Peer-to-Peer technologies
on grid platforms (2005-–2009).
In the area of distributed storage, he served as a co-leader of several bilateral international grants between INRIA Rennes - Bretagne Atlantique and the following
partners: the Advanced Institute for Science and Technology (AIST), Tsukuba, Japan
(2005–2006), the University of Illinois at Urbana Champaign, USA (2006–2007), the “Politehnica” University of Bucharest, Romania, (2008–2009), the Technical University of
Cluj-Napoca, Romania (2009–2010). He was involved in the CoreGRID European Network of Excellence and in the NEGST CNRS-JST project (2004–2009).
More information is available on Gabriel Antoniu’s web page: http://www.
irisa.fr/kerdata/people/Gabriel.Antoniu/.
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8 Scientific justification for the mobilisation of the resources
Note: This project involves a collaboration with two US partners and with the Joint
INRIA-UIUC Laboratory for Petascale Computing located at Urbana Champaign, Illinois. Therefore, the traveling costs are higher than in usual ANR projects with national
partners only.

8.1 Partner 1: KerData team, INRIA Rennes - Bretagne Atlantique
Equipment
None.
Personnel costs
The involvement of permanent and non-permanent staff of the KerData team is summarized in the table below.
A PhD student (36 months) and a post-doctoral fellow (24 months) need specific ANR
funding for this project.

Name

Status

Quality

T1

T2

T3

T4

T5

T6

Antoniu, Gabriel

CR INRIA

Perm

6

4

1

3

3

1

Bougé, Luc

Prof. ENS Cachan

Perm

0

3

2

3

3

1

hTo be hiredi

Post-Doc

NPerm-ANR

hTo be hiredi

Post-Doc

NPerm-ANR

10

2

hTo be hiredi

PhD student

NPerm-ANR

24

Alexandra Carpen

PhD student

NPerm-other

4

Diana Moise

PhD student

NPerm-other

Viet-Trung Tran

PhD student

NPerm-other

Total

12
10
4

1

6

3

3
6

50

2

6
9

20

24

8

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

Subject for the PhD student (36 months)
Title: Concurrency-optimized data storage and sharing on IaaS clouds
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Description: In the context of the emerging cloud infrastructures one of the most critical open issues relate to data management. An important class of applications
running in cloud infrastructures are data-intensive. These applications require
key features such as huge file sharing among the rented virtual machines and
fine-grain access to such huge files, with a high throughput under heavy access
concurrency. Such features are not fully supported by reference file systems like
S3, used for applications running on the EC2 cloud infrastructure. In S3 for example, support for concurrent accesses is limited, while support for concurrent
updates to the same file is missing altogether. The KerData research team of
INRIA Rennes - Bretagne Atlantique, has recently been created with the goal of
exploring new ways to address the main challenges raised by data storage and
management on cloud infrastructures. The team is designing and implementing
BlobSeer, a generic data-sharing platform which aims at providing support for
storing massive data with fine-grained access control under heavy concurrency
on large-scale distributed infrastructures.
This thesis proposes to explore the benefits of using BlobSeer as an advanced
storage service for Nimbus-enabled IaaS platforms. BlobSeer’s API exposes a
versioning-based, concurrency-oriented interface that can be leveraged to share
massive application data concurrently accessed at large scale in a Nimbusenabled IaaS. This work includes the following steps, mainly corresponding to
Subtasks 2.1 and 5.2 of the MapReduce project.
1. Identify a convenient way to expose the BlobSeer API to the applications
running inside the VM.
2. Implement a series of benchmarking tools designed to run inside the VM
and that make use of the BlobSeer API to read and write data.
3. Evaluate the sustained throughput of data access for typical application access patterns in harsh conditions: heavy access concurrency both for reading
and writing, dynamically adjustable number of deployed VMs. Compare
the results to other approaches, such as S3.
4. Evaluate the benefits of our approach for real life applications typically deployed on clouds, such as Map-Reduce. Compare the results to other approaches.
This work will be conducted in close collaboration with the Nimbus team from the
University of Chicago, as Nimbus will be used as a cloud toolkit. Interaction with
IBCP, MEDIT and IBM will take place for application-level requirements. The
Cloud Computing Testbed from the University of Illinois at Urbana Champaign
will be used for experimental purposes.
Subject for the first post-doctoral fellow (12 months)
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Title: Data storage and sharing on hybrid infrastructures based on cloud infrastructures and Desktop Grids
Description: In the context of the emerging cloud infrastructures one of the most critical open issues is the scalability of data management. To meet this goal, IaaS
cloud storage service providers must be able to rent storage resources for multiple
second-level IaaS providers simultaneously. Each such second-level IaaS provider
has its own pricing policies, while offering different QoS levels. In addition, we
also consider the possibility for the service to rely on Desktop Grid resources in
extension to a cloud-based infrastructure. In both cases, specific mechanisms are
necessary for scheduling and deployment, to enable the service to effectively provision storage resources from multiple clouds. This work will explore the specificities of such hybrid infrastructures, how they impact the scheduling policies
and the deployment techniques.
This work will rely on the outcome Subtasks 2.1 (data sharing architecture on
IaaS clouds) and 2.2 (data architecture on Desktop Grids) and contributes to Subtasks 2.3, 5.1 and 5.2 of the MapReduce project.
This work will be conducted in close collaboration with the Nimbus team from
the University of Chicago/Argonne National Laboratory, as Nimbus will be used
as a cloud toolkit. It will also require a close collaboration with the GRAAL team
for hybrid cloud-desktop grid issues, as KerData’s expertise with BlobSeer is oriented to the support of high-throughput under Concurrency, whereas GRAAL’s
expertise with BitDew focuses more on fault-tolerance issues. Interaction with
IBCP, MEDIT and IBM will take place for application-level requirements. The
Cloud Computing Testbed from the University of Illinois at Urbana Champaign
will be used for experimental purposes.
Subject for the second post-doctoral fellow (12 months)
Titre. Fault-tolerance issues in IaaS Clouds
Description. On cloud infrastructures, IaaS technologies (e.g., Nimbus) rely on virtualization techniques to offer resources to clients. Clients are typically allowed
to upload a virtual-machine image to the system, so that they could use an environment compatible with their applications. This image is then executed on
each computing element rented to the client. In such a context, the BlobSeer
concurrency-optimized data management service currently being developed by
the KerData team can serve as a storage system for checkpointing images of
the virtual machines, and thus help building a highly-available IaaS. The idea
is simple: rather then using local storage, cloud checkpointing services will store
virtual-machine instances as binary large objects (BLOBs) using a globally shared
namespace built using BlobSeer. BlobSeer natively provides versioning support
for all objects it stores. A new (incremental) version of a BLOB is created each

60/86

P ROGRAMME ARPEGE

P ROJECT M AP R EDUCE

E DITION 2010

S CIENTIFIC D OCUMENT

time a write operation is performed: this feature can efficiently be used for incremental checkpointing of virtual machines managed by Nimbus. Moreover,
since BlobSeer data (and thus the virtual machines) are globally accessible to the
system, various management operations such as migration (for preventive fault
tolerance) can be easily implemented on top of it. This work will explore the
above approach by proposing a software architecture leveraging versioning for
VM checkpointing.
In the MapReduce project, this work will contribute to Tasks 4.1 (dedicated to
fault tolerance issues) and 5.2 (integration and experimental evaluation).
The work will be conducted in close collaboration with the Nimbus team from
the University of Chicago/Argonne National Laboratory, as Nimbus will be used
as a cloud toolkit. It will also require a close interaction with the Joint INRIAUIUC Laboratory for Petascale Computing, where another post-doctoral fellow
will explore higher-level fault-tolerance issues specific to the execution of MapReduce applications. Interaction with IBCP, MEDIT and IBM will take place for
application-level requirements. The Cloud Computing Testbed from the University of Illinois at Urbana Champaign will be used for experimental purposes.
Subcontracting
None.
Missions/Traveling
The traveling costs are evaluated as follows:
1. 2 project meetings per year organized in France (2 in Rennes, 2 in Lyon, 2 in Paris)
for 5 participants from the KerData team.
• Cost: 2 meetings x 3 years x 5 participants x 0.5 kE = 15 kE.
*0.5kE is the average travel cost (travel by plane, by train or local meeting).
2. A technical one-week visit to US project partners every year for 5 participants.
• Cost: 1 meeting x 3 years x 5 participants x 2 kE = 30 kE.
3. A conference per year for 4 participants.
• Cost: 3 years x 4 participants x 2.5 kE = 30 kE.
Total budget for traveling for KerData participants: 75 kE.
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To allow the non-funded US partners to attend one project plenary meeting per year,
we propose to include this cost in the budget of the coordinating partner. They will
attend the second plenary meeting by video-conference. We evaluate these additional
costs as follows:
• Cost: 3 years x 2 participants (one from the University of Illinois at Urbana Champaign, one from the University of Chicago) x 2 kE = 12 kE.
All this sums up to 87 kE.
Expenses for inward billing (Costs justified by internal procedures of invoicing)
Two laptops will be bought for the PhD student and the post-doctoral fellow to be
recruited for this project. Total cost: 5 kE.
Other expenses
None.
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8.2 Partner 2: GRAAL team, INRIA Grenoble - Rhône-Alpes
Equipment
None.
Personnel costs
The involvement of permanent and non-permanent staff of the GRAAL team is summarized in the table below.
A PhD student (36 months) and two post-doctoral fellows (24 months and 12 months)
need specific ANR funding for this project.
Name

Status

Quality

T1

Desprez, Frédéric

DR INRIA

Perm

Suter, Frédéric

CR CNRS

Perm

Fedak, Gilles

CR INRIA

Perm

1

Pérez, Christian

CR INRIA

Perm

1

hTo be hiredi

Post-Doc

NPerm-ANR

hTo be hiredi

Post-Doc

NPerm-ANR

hTo be hiredi

PhD student

NPerm-ANR

Rodero, Luis

Post-Doc

Muresan, Adrian

PhD student

T2

1

T3

T5

T6

12

1

1

6

1.2

8

T4

6

3
4

1

2

1

11

1

27

6

3

NPerm-other

5

1

NPerm-other

10

2

Total

13

3

21

8

60

14

31.2

7

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

Subject for the post-doctoral fellow 1 (24 months)
Title: Implementing the MapReduce programming model on Desktop grid
Description: Although Desktop Grid have been very successful in the area of High
Throughput Computing, data-intense computing is a still a promising area. MapReduce is an emerging parallel programming model which is well adapted as
a solution for rapid implementation of distributed data-intensive applications.
The goal of the post-doctoral position is to implement Map-Reduce on top of the
BitDew middleware, developed by INRIA, which is a programmable environment for automatic and transparent data management on computational Desk-
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top Grids. BitDew relies on a specific set of meta-data to drive key data management operations, namely life cycle, distribution, placement, replication and
fault-tolerance with a high level of abstraction.
The work consists in the following tasks: using the BitDew framework design
an architecture for a network of storage PCs, implement the collective file operation of MapReduce, implement MapReduce (Task 2.2), evaluate the usage of
MapReduce for Desktop Grid in the context of hybrid infrastructures with BlobSeer (Task 2.3), propose decentralized result certification heuristics (Task 4.2) and
participate to the integration and large-scale preliminary experimental validation
(Task 5.2).
The candidate will collaborate with several French academic institution (INRIA
Rennes, IBCP), enterprises (IBM, MEDIT) as well as US partners (INRIA-UIUC,
Chicago and Illinois)
Subject for the post-doctoral fellow 2 (12 months)
Title: Implementing MapReduce into High Level Component Model.
Description: The MapReduce programming paradigm is usually implemented as extension of structured languages such as C/C++, Java or functional languages
such as List or Haskell. In the context of distributed computing, this approach
has two main issues: code re-use is limited and application deployment is proprietary. Another promising approach is brought with High Level Component
Model (HLCM) that enable to define algorithmic skeletons based on template
meta-programming and on hierarchical connectors.
The subject of this post-doctoral is to contribute to Task 5.1. Therefore, it has
to study and evaluate how to make efficiently use of HLCM and its associated model transformation capabilities for defining and implementing the MapReduce paradigm and how to deploy them. The resulting applications should be
able to integrate middleware artifacts defined in Task 2, Task 3.1, or Task 4.
Collaborations are expected with several partners such as KerData (for getting
outputs of Task 2), IBCP, MEDIT and IBM for identifying developer requirements,
and potentially with the Nimbus team for the deployment to cloud infrastructure.
Subject for the PhD student (36 months)
Title: Scheduling for multiple Map-Reduce Applications over Clouds.
Description: Scheduling and resource management has been one of the main research
subject around Grids and Clouds. The Map-Reduce programming paradigm introduces new problems and it raised several research issues linked to data management as well as task scheduling. Map-Reduce applications involve potentially
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a large number of Map and Reduce tasks and many data dependencies between
these tasks which can be then represented by a workflow structure. Target platforms such as Clouds or Desktop computing platforms involves a dynamic resource management to be able to get the best performance while optimizing the
platform workload. Data management and replication is a key issue that should
be taken into account while scheduling data-parallel tasks.
The work consists in the following tasks: design of scheduling heuristics for single Map-Reduce application over dynamic platforms such as Clouds and Desktop grids (Task 3.1). Design and implementation of specific heuristics for multiapplications graphs taking into account new metrics such as fairness and Quality
of Service (Task 3.2). Participate to the integration and large-scale preliminary
experimental validation (Task 5.2).
The candidate will collaborate with several French academic institution (INRIA
Rennes, IBCP), enterprises (IBM, MEDIT) as well as US partners (JLPC, Univ.
Chicago and UUIC).
Subcontracting
None.
Missions
The traveling costs are evaluated as follows:
1. 2 project meetings per year organized in France (2 in Rennes, 2 in Lyon, 2 in Paris)
for 8 participants from the GRAAL team.
• Cost: 2 meetings x 3 years x 8 participants x 0.5 kE = 24 kE.
2. One working visit per year in the US to collaborate with UUIC and Univ. Chicago
partners for 4 members.
• Cost: 3 years x 4 participants x 2 kE = 24 kE.
3. One international conference per year for 4 participants.
• Cost: 3 years x 4 participants x 2.5 kE = 30 kE.
Total budget for traveling: 78 kE.
Expenses for inward billing (Costs justified by internal procedures of invoicing)
Two laptops will be bought for the PhD student and one of the 2 post-doctoral fellows
to be recruited for this project. Total cost: 5 kE.
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Other expenses
None
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8.3 Partner 3: Institut de Biologie et Chimie des Protéines, Lyon (IBCP)
Equipment
None.
Personnel costs
A post-doctoral fellow (18 months) need specific ANR funding for this project.
The involvement of permanent and non-permanent staff of the IBCP team is summarized in the table below.

Name

Status

Quality

Blanchet, Christophe

IR1 CNRS

Perm

Bettler, Emmanuel

MCF Univ. Lyon1

Terreux, Raphael

T5

T6

1

1.6

1

Perm

1

3.6

2.6

MCF Univ. Lyon1

Perm

1

hTo be hiredi

Post-Doc

NPerm-ANR

Chemelle, Julie-Anne

PhD student

NPerm-other

Total

T1

T2

T3

T4

4.4
10

8
5.4

3

15.2

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

Subject for the post-doctoral fellow (18 months)
Title: Intensive Structural Bioinformatics Experiments over Clouds
Description: A usual way to make a structural analysis of a protein or to infer its function is to compare its known, or potential, structure to the whole set of structures referenced in the Protein Data Bank (PDB), as one can do with the SuMo
software. In the context of structural genomics, the required structural analyses implies to compare a large bunch of known or potential protein structures
to the whole PDB. The goal of this work is to enable the SuMo application for
such large-scale structural biology experiments with the Map-Reduce paradigm.
The targeted computing infrastructure are distributed platforms such as clouds
or grids, with high-performance distributed data storage and sharing coupled to
optimized scheduling mechanisms.
The work consists in the following tasks: define a model to fit the Map-Reduce
paradigm through the management of the data with the native SuMo application
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(Task 6). Adapt SuMo source files with the application programming interfaces
of the targeted computing environments (Task 5.1). Participate to the integration
and large-scale preliminary experimental validation (Task 5.2). Integrate and run
SuMo application during the different phases of the project with large-scale biological datasets on the different targeted infrastructures (Task 6).
The candidate will collaborate with several French academic institution (INRIA
Rennes, INRIA Lyon), enterprises (IBM, MEDIT) as well as US partners (JLPC,
Univ. Chicago and UUIC).
Subcontracting
None.
Missions
The traveling costs are evaluated as follows:
1. Two project meetings per year organized in France (2 in Rennes, 2 in Lyon, 2 in
Paris) for 3 participants.
• Cost: 2 meetings x 3 years x 3 participants x 0.5 kE = 9 kE.
2. Two working visits in the US to collaborate with UUIC and Univ. Chicago partners for 3 participants.
• One visit for training and networking on Nimbus Computing Platform
• One visit for training and networking on Cloud Compute Testbed
• Cost: 2 visits x 3 participants x 2 kE = 12 kE.
3. One international conference per year for 2 participants.
• Cost: 3 years x 2 participants x 2.5 kE = 15 kE.
Total budget for traveling: 36 kE.
Expenses for inward billing (Costs justified by internal procedures of invoicing)
One laptops will be bought for the post-doctoral fellow to be recruited for this project.
Total cost: 2.5 kE.
Other expenses
Two publications in international journals in the area of Biology and Bioinformatics
Total cost: 2 papers x 2 kE = 4 kE.
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8.4 Partner 4: Joint INRIA-UIUC Laboratory for Petascale Computing
Personnel costs
The involvement of permanent and non-permanent staff of the INRIA-UIUC team is
summarized in the table below.
Name

Status

Quality

T1

Cappello, Franck

DR INRIA

Perm

0.5

hTo be hiredi

Post-Doc

NPerm-ANR

Total

T2

T3

0.5

T4

T5

2.1

1

10

2

12.1

3

T6

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

Subject for the post-doctoral fellow (12 months)
Title: Optimization of fault tolerance for Map-Reduce applications.
Description: Most of existing Cloud systems (Yahoo, Amazon, Google, etc.) use replication as the fundamental mechanisms to provide fault tolerance in their system
at the data level (Amazon Elastic Block Store, GlusterFS, GFS, HDFS). The motivation of this approach is the low cost of the Cloud components: commodity disks,
processors, memory, chip set. For tasks, the main approach is re-execution. Tasks
are independent: they do not communicate with each others. As a consequence,
when a task fails, the other are not disturbed. Task re-execution could be accelerated by the use of checkpointing or incremental checkpointing. However, this
is not a common situation in Cloud where storage is mainly used for application
data.
Within the Map-Reduce project, the work proposed for this post-doc fellowship
aims at departing from the usual generic approaches mentioned above and investigate specific fault tolerance approaches exploiting the characteristics of targeted applications. The applications will be analyzed classically in terms of their
data granularity, access patterns, sharing requirements, etc. In addition, the work
will address determinism and tolerance to non determinism in Map-Reduce applications to explore the possibility to reduce the complexity of fault tolerance
approaches.
This work will mainly contribute to Task 4.1 (dedicated to fault tolerance), whose
outcome will be experimentally validated and integrated into the global prototype in Task 5.2.
Collaborations are expected with several partners: KerData (for coupling fault
tolerance mechanisms with the data management layer), the Nimbus group of the
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University of Chicago/Argonne National Lab (for IaaS-level fault tolerant issues)
and with the other partners for integration and experimental validation.
Missions
The traveling costs are evaluated as follows:
1. 2 project meetings per year organized in France.
• Cost: 2 meetings x 3 years x 2.5 kE = 15 kE.
Note: Joint Lab staff are located at Urbana, USA.
2. 2 international conferences per year.
• Cost:2 x 3 years x 2.5 kE (average cost)= 15 kE.
Total budget for traveling: 30 kE.
Expenses for inward billing (Costs justified by internal procedures of invoicing)
A laptop will be bought for the post-doctoral fellow to be recruited for this project. Total
cost: 2.5 kE.
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8.5 Partner 5: IBM Products and Solutions Support Center (PSSC),
Montpellier
Personnel costs
The personnel costs for the IBM partner are evaluated as follows:
• Full cost: 8 person.months x 20 kE/month = 160 kE.
• Contribution requested from ANR: = 0.30 x full cost = 48 kE.
The involvement of permanent and non-permanent staff of the IBM partner is summarized in the table below.
Name

Status

Quality

T1

T2

T3

T4

T5

T6

Briant, François

Engineer

Perm

0.5

1

1

1

1.5

3

0.5

1

1

1

1.5

3

Total

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

Missions
The traveling costs correspond to 2 project meetings per year and to one technical visit
in France. They are evaluated as follows:
• Full cost: 7 travels x 2 kE/mission = 14 kE.
• Contribution requested from ANR: = 0.30 x full cost = 4.2 kE.
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8.6 Partner 6: Computation Institute, University of Chicago/Argonne
National Laboratory, USA
This partner is not eligible for ANR funding. Her support letter is displayed on Figure 1.

8.7 Partner 7: University of Illinois at Urbana Champaign, USA
This partner is not eligible for ANR funding. His support letter is displayed on Figure 2.
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THE UNIVERSITY OF CHICAGO/ARGONNE NATIONAL LABORATORY
5640 S. ELLIS AVENUE, RI 405,
Chicago, IL 60637
PHONE: 630-252-1673,
FAX: 630-252-1997

Dear Gabriel,
It is my pleasure to confirm the support of my research group to the MapReduce French ANR
proposal.
As you know, I am a liaison for Grid5000 collaboration in the recently funded US FutureGrid
project building an experimental testbed for scientific applications. I also recently submitted a PIRE
proposal to the NSF proposing the building of an international Sky Computing Laboratory
leveraging cloud computing technologies for use in research and education. These projects are
closely related to the proposed research and will support interactions with its partners.
It is unfortunately not possible for me to commit in a more formal way to the project as of now, due
to the administrative procedures. I hope that ANR will consider this letter as a valid testimony of my
commitment and support for the MapReduce project.
You can thus rely on my collaboration via contribution of my personal expertise as well as support
from the Nimbus team. We will provide you all the necessary support regarding Nimbus, and
support the application of the MapReduce partners to access our experimental platforms.
I also confirm you that I will be happy to host your PhD student this spring to work on the
integration of your BlobSeer system with our Nimbus platform and will be happy to consider future
student visitors. I hope this visit will foster a close cooperation between our groups, to the mutual
benefit of both partners.
Sincerely,

Kate Keahey

Executive Committee
Todd Dupont <dupont@cs.uchicago.edu>
Conrad Gilliam<cgilliam@bsd.uchicago.edu>
Stuart Kurtz <stuart@cs.uchicago>
Jonathan Silverstein< jcs@uchicago.edu>
Al Wagner<tcg.anl.gov>

Ian Foster <foster@mcs.anl.gov>
John Goldsmith<goldsmith@uchicago.edu>
Ewing L. Lusk <lusk@mcs.anl.gov>
Rick Stevens<stevens@anl.gov>

Figure 1: Support letter from Kate Keahey, Chicago.
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UNIVERSITY OF ILLINOIS
AT URBANA-CHAMPAIGN

lndrani l Gupta. Associate Profe<:sor
d"p!lline 217-265-5517
iru 217-265-6494
pmrul indy@cs.i1linois.edu

February 19,2010
Dear Gabriel,
It is my pleasure to confIrm the support of my research group, the Distributed Protocols
Research Group, to the Map-Reduce French ANR proposaL

As you know, it is unfortunately not possible for me to commit in a more formal way to the
project as of now, due to the complex administrative procedures of my hosting institution,
This is the reason why I am writing you this informal commitment letter. I hope that ANR
will consider thi: letter as a valid testimony of my commitment and support for the Map
Reduce project.
Even though I obviously cannot commit in writing to yet unfunded time without the prior
specific consent f my institution, you can definitely rely on my personal contribution to the
Map-Reduce project. I am a co-PIon the NSF project that funds our Illinois Cloud
Computing Testbed, and I will do my best to help the project in this capacity. Of course, if
some form of specific funding support can be provided by NSF to the American partners to
back up this ANR project, I will defInitely participate and commit.
I also confIrm you that I will be happy to host you and your PhD student Bogdan Nicolae this
spring for a one-week visit funded by the "Explorateur" INRIA Program We will be able to
continue our discussion started on the occasion of the workshop of the Joint Laboratory for
Petascale Computing last December.
I defInitely look forward to the time when the joint work between ANR and NSF wiJl enable a
more formal collaboration with you.
Looking forward to meeting you,

Indranil Gupta
Associate Professor of Computer Science
University of IlJillOi$ (Urbana-Champaign)
Ph: +1 2172655517. email: indy@cs.illinois.edu
Research: ht p:lldpm,.c '.uiuc.edu

Figure 2: Support letter from Indranil Gupta, IUIC.
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8.8 Partner 8: MEDIT SA
Equipment
None.
Personnel costs
The involvement of permanent and non-permanent staff of the MEDIT partner is summarized in the table below.

Name

Status

Quality

T1

Delfaud, François

CEO

Perm

0.5

Moriaud, Fabrice

Scient. Dir.

Perm

2

Doppelt, Olivia

Product Manager

Perm

2

Surgand, Jean-Sébastien

Senior developer

Perm

12

Total

T2

T3

T4

T5

T6
1.5

0.5

17.5

Quality: Perm: Permanent personel; NPerm-ANR: Non-permanent personel supported by ANR; NPerm-other: Non-permanent personel supported by some other
funding source.

François Delfaud is bringing his knowledge on MED-SuMo performance. Fabrice
Moriaud will advice with his experience over PDB comparison. Olivia Doppelt will
assist Jean-Sebastien Surgand from recent works she published on MED-SMA, a MEDSuMo Multiple Application similar scenario. Jean-Sébastien Surgand will manage the
low-level code adaptation, he is bringing his experience over MED-Grid and POPS
project.
Subcontracting
None.
Missions
The traveling costs are evaluated as follows:
1. Two project meetings per year organized in France (2 in Rennes, 2 in Lyon, 2 in
Paris) for 2 participants.
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• Cost: 1 meeting x 1 participant x 0.5 kE + 1 meetings x 2 participants x 0.5 kE
= 1.5 kE.
2. One international conference for 1 participant
• Cost: 1 participant x 2.5 kE = 2,5 kE.
Total budget for traveling: 4 kE.
Expenses for inward billing (Costs justified by internal procedures of invoicing)
None.
Other expenses
None.
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